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Abstract

Context: Cohesion has been recognized as an important quality attribute of software design across
decades. It can be defined as the degree to which a module is focused on a single concern of software. A
concern is any concept, feature, requirement or property of the problem or solution domain. Conceptual
cohesion is an alternative way of cohesion measurement based on what concerns each module addresses.
Therefore, adopting a strategy to map concerns to source code elements is challenging but necessary.
Objective: We aim at providing empirical evidence about whether automatic concern mapping strategies

are already ready to be used e↵ectively for conceptual cohesion measurement.
Method: We carried out an empirical study to assess the ability of conceptual cohesion measurement

using di↵erent automatic concern mapping strategies in selecting the least cohesive modules.
Results: Conceptual cohesion measurements over the two analyzed mapping strategies performed weakly

in the ability of selecting the least cohesive modules. We then provide a discussion to explain the reasons.
Conclusion: Concern mapping strategies should be carefully chosen for conceptual cohesion measure-

ment, specially if automatic mapping is under consideration. Manual mapping is still the most reliable way
for computing conceptual cohesion. We pointed out limitations in automatic mapping strategies that go
beyond conceptual cohesion measurement purposes and which should be considered in future research or
applications in industry.
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1. Introduction

Cohesion is one of the key properties of software
design. Amongst several definitions, cohesion can
be defined as the degree to which a module1 is
focused on a single concern of software [1] [2] [3].
A concern is any concept, feature, requirement or
property of the problem or solution domain of soft-
ware [4].
However, measuring cohesion is not straightfor-

ward as it is di�cult to capture what concerns a
module realizes. Indeed, several researchers have

1A module can be a class, an interface, or whatever ab-
straction representing a module as a unit of implementation.

attempted to provide an objective and e↵ective way
to measure cohesion [5]. Most of them rely on
structural information extracted from the source
code. For example, the most traditional and well-
known cohesion metrics quantify cohesion by count-
ing pairs of methods of a class that access the same
attributes [6] [7]. This notion of cohesion is depen-
dent on the source code structure and does not con-
sider any abstract information regarding the con-
cerns implemented by the classes. We classify this
group of metrics as Structural Cohesion.

In contrast, there is an alternative group of re-
cently proposed cohesion metrics which attempts
to measure module cohesion by considering the con-
cerns each module addresses [3] [8] [9]. For exam-
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ple, the MWE (Maximal Weighted Entropy) metric
[8] executes a text mining method to identify con-
cerns in source code and then computes cohesion
based on how concerns are distributed over each
software module. In this direction, we have been
investigating the LCbC (Lack of Concern-based Co-
hesion) metric [10] [9] [11], which measures cohesion
by counting the number of concerns a module ad-
dresses. MWE and LCbC are classified in the group
of Conceptual Cohesion metrics.
In theory, conceptual cohesion metrics represent

better the real notion of cohesion than structural
cohesion metrics as they are supposed to measure
this property by considering the abstract informa-
tion of concerns besides the source code structure.
In fact, researchers have found evidence in this di-
rection and recent results have demonstrated the
potential of conceptual cohesion metrics to be fur-
ther investigated and used in practice. For instance,
in a previous study we found that conceptual cohe-
sion is closer to developers’ reasoning even for unex-
perienced ones [11]. Also, researchers have demon-
strated an association between conceptual cohe-
sion and external quality attributes such as bug-
proneness [12], [8] and change-proneness [9].
However, although researchers have pointed out

advantages of conceptual cohesion compared to
structural cohesion, it is more di�cult to measure
conceptual cohesion because it relies on the so-
called Concern Mapping [4]. A concern mapping is
the assignment of software concerns to source code
elements (e.g. attributes, methods, classes). In Sec-
tion 3 we give an overview of concern mapping tech-
niques summarized in five categories. Their basic
intent is to heuristically provide information about
what concerns each module addresses in a software
system. They also vary on the level of automation
(manual, semi or fully automatic). In general, man-
ual concern mapping is more accurate as develop-
ers can apply their multiple knowledge, experience
and may also consider auxiliary artifacts besides
source code for supporting them. Several works
have used manual mappings in their datasets [13]
[14] [15]. However, manual mapping is too time-
consuming, thus becoming di�cult for developers
to cost-e↵ectively build and keep it consistent over
time.
Therefore, the high cost of manual concern map-

ping may hinder the adoption of conceptual cohe-
sion in practice. Some concern mapping strategies,
such as the one used for MWE metric computa-
tion, employ a fully automatic heuristic. However,

current automatic strategies for concern mapping
have limitations which may cause failures in iden-
tifying concerns. Ultimately, such failures may af-
fect, to some unknown extent, conceptual cohesion
measurement [9].

In this context, the main goal of this paper is to
investigate the e↵ect of applying automatic concern
mapping strategies for conceptual cohesion mea-
surement. We aim at providing scientific evidence
that could help: (i) researchers on further works in
the field of software measurement; (ii) tool builders
looking for incorporating innovative ways of cohe-
sion measurement in their products; and (iii) prac-
titioners in applying conceptual cohesion in their
software measurement tasks. Therefore, our overar-
ching research question is: Are automatic concern

mapping strategies already ready to be used e↵ec-

tively for conceptual cohesion measurement in place

of manual mappings?

We carried out an empirical study where we in-
vestigated the ability of two di↵erent conceptual
cohesion measurements, using two automatic map-
ping strategies, in selecting the least cohesive mod-
ules. The manual mapping strategy is our baseline
for generating a reference conceptual cohesion mea-
surement. In summary, we found that the two auto-
matic strategies we applied have limitations yet, so
they negatively a↵ect an e↵ective use of conceptual
cohesion measurement. Also, we discussed possible
reasons we observed from this finding and how they
could be exploited in further works for researchers
and practitioners.

The remainder of the paper is organized as fol-
lows: Section 2 describes conceptual cohesion met-
rics and explains our metric choice for this study;
Section 3 presents the concept of concern mapping
and an overview of available techniques; In Section
4 we explain the study scope and corresponding
methodology; Section 5 details the study settings;
Section 6 presents results and findings, whereas Sec-
tion 7 discusses their implications; Section 8 ex-
plains threats to validity; Section 9 describes re-
lated work; and Section 10 presents the conclusion
and future work.

2. Conceptual Cohesion Measurement

C3 (Conceptual Cohesion of Classes) [12], MWE
(Maximal Weighted Entropy) [8] and LCbC (Lack
of Concern-based Cohesion) [9] are the most recent
conceptual cohesion metrics available in literature.
On the one hand, C3 and MWE directly depend
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upon text mining techniques for identifying con-
cerns in source code and then computing cohesion.
On the other hand, for the same purpose, LCbC
is not dependent upon a specific technique. LCbC
quantifies cohesion of a given module in terms of
the number of concerns addressed by it. It just
counts the number of concerns identified in each
module. Therefore, it is possible to compute LCbC
by having any concern mapping strategy applied
beforehand.
As C3 and MWE strongly depend upon a spe-

cific concern mapping technique, this study uses
LCbC as the representative metric for conceptual
cohesion. The study purpose is to assess concep-
tual cohesion measurement on top of di↵erent con-
cern mapping strategies, which is only possible with
LCbC.
To exemplify LCbC measurement, Figure 1 illus-

trates a Java class with two attributes and nine
methods, which is part of a system that builds
and represents family relationships as trees. Par-
ticularly, this class represents the spouse relation-
ship between two people: the husband and wife at-
tributes. The methods involve: getting access to
private attributes, getting the relation type, getting
the partner object, objects comparison, and export-
ing the relationship to a given file. The light pink
background, predominant in the figure, highlights
the class main concern, which is what the class is
supposed to implement (i.e. representing spouse
relationship). The blue background highlights the
code fragments calling a window box to output a
message in the user interface, and the green back-
ground highlights a method to export the relation-
ship represented by the class to a given file. Those
additional two concerns are highlighted with dashed
lines. Therefore, the value of LCbC for that class
is three, as it addresses three concerns. This class
is an example that one can find in many applica-
tions, and which we took on purpose to clearly show
that it is not highly cohesive, as it is not completely
focused on a single concern.

3. Concern Mapping Techniques

Conceptual cohesion measurement relies on a
mapping between concerns and source code ele-
ments – also called Concern Mapping. A concern
mapping involves two domains: the source domain
representing a set of concerns; and the target do-
main representing a set of source code elements,

Figure 1: A sample class and its concerns mapped

as depicted in Figure 2. The arrows show the as-
signment of di↵erent concerns to the corresponding
source code elements that realize it. Thus, before
computing conceptual cohesion, it is necessary to
build a concern mapping by identifying and docu-
menting the code fragments responsible for imple-
menting system concerns. In object-oriented source
code, each concern should be assigned to a set of
statements, methods, attributes or entire classes
that address it.

Figure 2: Illustrative concern mapping relationship

According to the example in Figure 1, the con-
cern mapping source domain is formed by the
three concerns identified in that class: spouse rela-
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tionship object-oriented representation (light pink
background), window-based message output as user
interface mechanism (blue background), and file ex-
port (green background). The concern mapping
target domain is formed by the code elements that
are under the colored backgrounds corresponding
to each identified concern.
There are several tools and techniques to support

concern mapping. They mainly vary on the level of
automation (manual, semi-automatic or fully auto-
matic), and they consider the kind of data, such as
static information (e.g. text documents, diagrams
or the source code text and structure), or dynamic
information (e.g. execution traces). The following
techniques can be found in literature:

Information retrieval techniques. Approaches that
take the source code text as input and applies well-
known information retrieval techniques for mining
concerns that can be expressed by means of source
code comments and identifiers [16] [17], [8]. Most of
the approaches in this category are fully automatic.

Static analysis techniques. This category comprises
approaches that process the source code syntac-
tic structure to identify implemented concerns [4]
[18]. They normally are semi-automatic techniques
which need initial information as start point to find
concerns. That initial information may be, for ex-
ample, a method (called seed), manually defined by
developers according to the concern they want to
identify. After that, an automatic step is executed
to identify the structural dependencies taking the
seed method as input and then generating a set of
methods and attributes as the suggested code ele-
ments to be projected for the desired concern.

Dynamic analysis techniques. This group relies on
collecting information from a system during run-
time [19] [20] [21]. Most of the techniques in this
category are semi-automatic. They usually require
execution scenarios previously defined (e.g. test
cases). As long as an execution scenario is executed,
the execution traces are automatically collected and
suggested as code fragments to be assigned as a con-
cern implementation.

History-based techniques. Approaches in this cat-
egory rely on an evolutionary search for concerns
in source code [22] [23] [24]. They basically collect
information from source code version control repos-
itories and try to associate code fragments that had
correlated evolution.

Hybrid techniques. Several researchers have advo-
cated hybrid approaches for concern mining in or-
der to take the benefits of di↵erent techniques and
minimize the intrinsic limitations of individual ap-
proaches. For instance, [25] combined static analy-
sis with clone detection techniques and code simi-
larity algorithms. [26] put together static and dy-
namic analysis, whereas [27] applied in combination
three distinct techniques - static analysis, informa-
tion retrieval and dynamic analysis.

Although there are a reasonable number of ap-
proaches using a range of techniques, it is still
very di�cult to find available tools to be used in
software projects. In this study we used XScan
[25] and TopicXP [28] tools. XScan applies a hy-
brid technique mixing code similarity analysis and
static dependency analysis, whereas TopicXP ap-
plies a well-known information retrieval technique
called LDA (Latent Dirichlet Allocation) [29]. Sec-
tion 5 describes the concern mapping strategies
we used in this study and their underlying tech-
niques. These tools and corresponding techniques
consist of fully automatic mapping strategies for
Java systems. XScan authors reported high accu-
racy of their approach on mapping concerns which
are spread over the system. According to the XScan
authors’ assessment, their technique outperformed
other similar ones they used in their study. In ad-
dition, TopicXP relies on LDA, which is a state-of-
the-art text mining technique recently applied on
source code analysis by several other authors.

4. Scope and Methodology

In this section we explain scope and methodology
considerations important to set up and conduct our
study.

4.1. Scope Limited to Conceptual Cohesion Mea-

surement

This study focuses on the e↵ect of automatic
concern mapping strategies on conceptual cohesion
measurement, which is a quantitative task. It is
not part of our scope assessing whether or not au-
tomatic concern mapping strategies are good ap-
proaches for other non-quantitative tasks such as
code comprehension or concern location. However,
once we investigate the e↵ect of di↵erent automatic
strategies on conceptual cohesion, one can also use
our findings to other applications in software engi-
neering.
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4.2. Availability of (Fully) Automatic Concern

Mapping Strategies

To achieve the research goal stated in Section 1
our study scope and methodology were limited by
two constraints. First, the lack of fully-automatic
concern mapping strategies with an available imple-
mentation. We could use semi-automatic strategies
which require manual intervention in some steps.
However, they take too much time and e↵ort com-
pared with fully-automatic approaches which do
not require human intervention. On the one hand,
automatic strategies for concern mapping are prac-
ticable in terms of time and e↵ort, but on the other
hand they are rarely available for use. We made
a design decision for automatic strategies as they
are more practicable and feasible to be applied in
real projects. Section 5 explains the two automatic
strategies we found available and how we applied
them in this study.
Therefore, our study involved three di↵erent

concern mapping strategies: (i) manual mapping,
which is our reference mapping strategy. It is based
on human-oriented analysis over the source code
with possible auxiliary artifacts; (ii) XScan [25]
mapping strategy, which is an automatic hybrid ap-
proach mixing static analysis using text similarity
heuristics and structural dependency analysis; and,
(iii) Topic-based automatic mapping [28] through
LDA (Latent Dirichlet Allocation), which is a text
mining technique for extracting topics from source
code comments and identifiers. The strategies are
described in details in next section.

4.3. Availability of Manual Concern Mappings

The second study constraint was the lack of
manually-generated mappings to be used as our
baseline for comparison with the corresponding
mappings generated by automatic strategies. We
needed a manually-generated mapping built with
the intention to cover as much as possible the sys-
tem concerns of a long-lived industry-scale project.
Conceptual cohesion metrics compute the number
of concerns each module addresses. Thus, a par-
tial consideration of system concerns is not su�-
cient. In order to e↵ectively apply a conceptual
cohesion metric with manual mapping it is impor-
tant to have the best coverage of system concerns
a human-oriented analysis can build.
There are some manually-built concern mappings

over well-known systems available in literature.
However, they do not represent a good baseline for

us as some of them refer to small projects without
practical use or they cover only few concerns. For
instance, a concern mapping for Argo-UML is avail-
able [14]. Argo-UML is a well-known open-source
UML modeling tool. The existing concern map-
ping comprises six concerns, which represent a very
small set of concerns for such a large project. An-
other example is the concern mapping that some
researchers have manually built for JHotDraw (a
Java framework for technical and structured graph-
ics) [30]. Again it consists of a sub-set of only six
concerns, thus leaving many other important con-
cerns out of analysis. Therefore, we could only use
two manual mappings in our study which comprise:
the one provided in [13] for the Rhino project and
an additional one that two researchers of this work
built for the jEdit system. They are explained in
Section 5.4.

4.4. Method of Analysis

Given the scope constraints explained in this sec-
tion we then applied the two automatic concern
mapping strategies for Rhino and jEdit systems.
Thus, before starting our analysis we carried out
six conceptual cohesion measurements, i.e. three
for each of the two systems: one based on man-
ual mapping and two based on each of the two au-
tomatic concern mapping strategies defined in our
scope (XScan and Topic-based).

Our overarching question defined in Section 1 is:
Are automatic concern mapping strategies already
ready to be used e↵ectively for conceptual cohesion
measurement in place of manual mappings? Then,
in order to tackle this question, we decided to an-
alyze to what extent conceptual cohesion measure-
ment over automatic mappings can match concep-
tual cohesion over manual mapping with respect to
selecting the set of least cohesive modules.

We claim that an important feature of any
conceptual cohesion distribution under study is the
ability to point the most critical modules. In this
context, the most critical modules are the least
cohesive ones. Thus, the analysis of this feature
supports us in understanding to what extent an
automatic concern mapping a↵ects conceptual
cohesion measurement regarding its practical use,
that is, selecting the least cohesive modules. To
this end, we compared sets of highest LCbC mod-
ules (i.e. the least cohesive ones) of each automatic
mapping of Rhino and jEdit to the corresponding
sets of highest LCbC modules computed over
manual mapping. In such comparative analysis we
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calculated precision and recall in order to obtain
the accuracy score. This is detailed in Section 6.
In this context, we then derived a more specific
research question that is supposed to be answered
by conducting this kind of analysis.

[RQ1] To what extent can conceptual cohesion

measurement using automatic strategies select the

least cohesive modules?

Regardless the success or failure of automatic
strategies, it is important to discuss what are the
possible reasons that could explain the observed
results from addressing RQ1. For this purpose, we
then analyzed LCbC distribution properties such
as minimum, maximum, median and standard
deviation. The shape of conceptual cohesion
distributions reveals characteristics that give us
information about the e↵ect of di↵erent concern
mapping strategies on conceptual cohesion mea-
surement. For example, by comparing the standard
deviation of two LCbC distributions over the same
code we can have a quantitative notion of how they
vary over the same set of classes. It is expected
high standard deviations for conceptual cohesion
distributions, because in real projects it is common
to have modules overloaded with several concerns
while some others are cohesive enough with one
concern. Too low standard deviations do not
represent such expected variance in real projects.
Additionally, we also discussed characteristics
of the applied automatic strategies that could
be empirically observed and might have a↵ected
the results. Therefore, such kind of analysis is
motivated by the second derived research question:

[RQ2] What could explain the success or fail-

ure of conceptual cohesion measurement using au-

tomatic concern mapping strategies with respect to

selecting the least cohesive modules?

5. Study Settings

To tackle the research questions stated in Sec-
tion 4, we first present the analyzed systems in
Section 5.1. Sections 5.2 and 5.3 describe the au-
tomatic strategies for concern mapping. In Section
5.4 we explain the manual mapping strategy which
we used as our baseline for assessing the automatic
approaches. Section 5.5 briefly discusses the e↵ort
for applying the mapping strategies in our study
settings. After generating the concern mappings

for the two systems under study we then measured
LCbC according to each mapping strategy.

5.1. Analyzed Systems

Table 1 summarizes the two systems we used for
measuring conceptual cohesion over the three con-
cern mapping strategies. Rhino2 is an open source
javascript engine written in Java by the Mozilla
Developer Network. It is typically embedded into
Java applications to provide scripting to end users,
and it is the default Java scripting engine embed-
ded in the o�cial Oracle’s Java Development kit.
Rhino has been analyzed in di↵erent studies re-
cently [13] [31] [32], and the Mozilla Developer Net-
work has been maintaining Rhino over decades in-
volving thousands of commits so far.

jEdit3 is a long-lived open source text editor for
programmers written in java, having thousands of
downloads, and highly rated at SourceForge repos-
itory. Its commit history is also rich, which reveals
an intensive development activity, involving more
than thousands of commits so far. Similar to Rhino,
jEdit has been studied in many other works related
to software metrics, repository mining and concern
mapping [33] [34] [31]. As part of this work, we car-
ried out a manual concern mapping on jEdit source
code as described in Section 5.4.

Those two systems are object-oriented and writ-
ten in Java, we use the term class to refer to soft-
ware modules such as classes, interfaces and enums.
The next three sections present the di↵erent con-
cern mapping strategies we used: XScan, Topic-
based, and manual.

5.2. XScan Mapping

XScan [25] is a concern mapping tool that auto-
mates a mix of two techniques: static dependency
analysis and textual analysis of code similarities.
The goal of XScan is to collect groups of methods
that participate together in the realization of a con-
cern. First, XScan searches for pairs of methods as
candidates to be part of a concern. Two methods
will be part of a concern if they satisfy at least one
of the following conditions: (i) they have similar
portions of code in their body; (ii) they override or
implement the same ancestor method; or (iii) they
have similar names. Then, after all possible pair

2https://developer.mozilla.org/en-
US/docs/Mozilla/Projects/Rhino

3http://jedit.org/
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Table 1: Analyzed systems
Rhino jEdit

Release 1.6R5 (Nov/2006) 4.3.2 (May/2010)
Description Mozilla’s Javascript interpreter Text editor for programmers
LOC 59,182 109,446
Repository Git (Mozilla) SVN (SourceForge)

of methods are detected, XScan builds a graph in
which nodes represent the methods and edges repre-
sent methods relations. Each connected component
of that graph might be reported as a concern.
The XScan solution was proposed recently and

the authors reported results indicating more than
90% of accuracy for finding concerns which are ad-
dressed by several modules [25]. The complete XS-
can output with the concern mappings for our study
is available at [35]. This output shows a list of
method groups each one realizing a concern.

5.3. Topic-based Mapping

Latent Dirichlet Allocation (LDA) [29] is a gener-
ative probabilistic model for collections of discrete
data such as text corpora. LDA is used to auto-
matically discover a set of topics within a corpus.
A corpus if formed by a set of documents. Each
document is expressed as a probability distribution
of topics. Each topic is itself a probability distribu-
tion of words that co-occur frequently in a corpus
of text. Words can belong to multiple topics, while
documents can contain multiple topics.
LDA has been used as a machine learning tech-

nique in a growing number of software engineering
problems [36] [37] [38] including the identification
of concerns in source code [39] [40] [41]. Due to the
nature of language usage, the words that constitute
a topic are often semantically related [36]. An ex-
ample of topic is “patient clinic therapy medicine
diagnostic”, which describes the health-care indus-
try. Therefore, there is a strong conceptual similar-
ity between latent topics and the concept of soft-
ware concerns [40].
To apply LDA for source code analysis and topic

extraction we used TopicXP [28]. TopicXP takes a
project as the document corpus, Java files as docu-
ments, and source code comments and identifiers as
words. TopicXP pre-processes documents for split-
ting words, removing stop words, and word stem-
ming. In addition, we extended TopicXP to remove
license comments typically present at the header of
each open source java file in order to avoid noise

in the document corpus. Our extended version of
TopicXP can be found at [35].

Table 2 shows the LDA parameters we set up for
this study. First, LDA requires the desired number
of topics as input to run the algorithm. Then, we
applied the following equation to find the number
of topics t given a number of documents d (Java
files):

t(d) = 7.25 ⇤ d0.365

This equation was proposed by [37] after empiri-
cal assessment of LDA application over source code
analysis. ↵ and � (third and fourth columns respec-
tively) are also important parameters for LDA exe-
cution. The � parameter influences on the probabil-
ity distribution of words forming the topics, while
↵ influences on the probability distribution of top-
ics per document. Therefore, these two parameters
should be balanced to achieve the best result as
possible for word-topic and topic-document proba-
bility distributions. However, there is no consensus
yet on how to best optimize these parameters for
processing source code text. We relied on litera-
ture and previous work dedicated to study LDA for
source code analysis.

According to Binkley et al. [38] a small value of
� favors fewer words per topic. When ↵ is small the
LDA model emphasizes fewer topics per document.
Conversely, when ↵ is set to higher values the LDA
model moves toward encouraging more topics per
document. So the combination of small � and high
↵ enables (but does not require) documents associ-
ated to more topics which are simpler topics with
a smaller number of dominant words. We followed
this reasoning because, in theory, topics with fewer
words are easier to understand and identify what
they mean. Therefore, we set the � parameter to a
low level (0.1) for all the systems, which is also the
default � of TopicXP tool. For ↵, TopicXP has the
default value as 50/K (where K is number of top-
ics). However, in order to combine low � with high
↵ and favor more topics per document, we increased
↵ to 100/K.

The last parameter is the threshold value, which
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is used to filter out the topics which are not asso-
ciated to a document, that is, topics with a low
probability to be in the document. We defined
this threshold as 0.1 for all the systems. In other
words, we parameterized TopicXP to consider a
topic within a document if the topic has a prob-
ability greater than 0.1 to appear in the document.
This low threshold also favors more topics associ-
ated to a document.

Table 2: LDA parameters
System # Topics ↵ � Threshold

Rhino 40 2.5 0.1 0.1
jEdit 69 1.4 0.1 0.1

In summary, as any usage of LDA implementa-
tions, it is necessary to find the best set of parame-
ters according to each purpose. This is a non-trivial
empirical activity which we did based on other re-
searchers’ experience reported in literature. They
have studied optimization of LDA parameters for
source code analysis and the e↵ect of varying them
[38] [37]. The empirical assessment of several op-
tions for setting up LDA parameters is out of scope
of this work.

5.4. Manual Mapping

Besides the two automatic strategies presented in
previous sections, this study also considers the man-
ual concern mapping strategy. We used it as a base-
line. We compared conceptual cohesion measure-
ments based on the two automatic concern mapping
strategies with measurements based on the manual
one.
For example, one main di↵erence between au-

tomatic and manual mappings is that in auto-
matic mappings the concerns are identified with-
out human-judgment, while in manual mappings
developers can use auxiliary artifacts, their expe-
rience, and their own knowledge on a specific do-
main. Therefore, concerns identified by automatic
mapping strategies may not exactly represent the
ones that developers perceive as concerns addressed
by the system.
To produce the manual mappings developers re-

lied on the Prune Dependency Rule proposed by
[13]. This rule states that “a program element is

relevant to a concern if it should be removed, or

otherwise altered, when the concern is pruned”. De-
velopers carried out the concern mapping task by
systematically inspecting the source and deciding
if the prune dependency rule applies to any of the

concerns. In some cases, this decision is trivial, e.g.,
any method named “saveFile” has a prune depen-
dency on the “file saving” concern. The task is
highly dependent on how well the developers under-
stand code under analysis. To aid code comprehen-
sion and to decide what concerns to find, developers
relied on other project artifacts such as user guides
and test cases, and on basic IDE features such as
code navigation and search tools.

The manual mapping strategy has been applied
to Rhino and jEdit.

Researchers and developers conducting a di↵er-
ent study produced the manual mapping for Rhino
[13]. This mapping has been also used in other
works [31] [32]. Rhino is a Javascript interpreter
which follows the Ecmascript standard. Therefore,
developers who performed Rhino’s manual mapping
followed the Ecmascript standard specification. As
a result, every normative section of the specification
was considered as concerns to be mapped in source
code. For persisting the association between code
elements and the concerns they used the Concern-
Tagger tool [13]. This tool stores in a database ev-
ery mapping relation between a code element (such
as methods, fields or the whole class) and a named
concern. We extended ConcernTagger to compute
and report LCbC measurement. The companion
website [35] includes access to the Rhino concern
mapping and our extended version of ConcernTag-
ger.

For jEdit, we did all the manual concern map-
ping from scratch. Two researchers, co-authors of
this paper, carried out this activity which was di-
vided in two stages: (i) in the first stage we invested
e↵ort on building an initial set of possible concerns
as starting points to look for them in the code; and
(ii) the mapping stage, when we iteratively and in-
crementally performed the concern mapping until
covering all the concerns set. The set of concerns is
a list of concern names and their description. For
example, Table 3 shows three concerns in jEdit’s
set of concerns. The complete set is available in the
web [35].

During the mapping stage, we also evolved the
initial set of concerns. The process of mapping some
concerns gave us more knowledge about JEdit so
that we could adjust the list of concerns mainly
including new ones. To build the set of concerns
and have more information about jEdit concerns
we took as input the following resources:

• The features list available at
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Table 3: A sample of jEdit set of concerns

Concern name Description

Transferring text Set of commands and actions for moving and copying text (including
cut, paste and copy)

Rectangular Selection Selection of a text fragment by dragging the mouse with the control key
held down for creating a rectangular selection.

Syntax Highlighting Display of programming language tokens using di↵erent fonts and colors.

http://www.jedit.org/, which is di↵erent
from what we mean as “concerns set”. For
instance, “tool bar” is not a feature considered
in the features list at jEdit website but it is
an important concern implemented by several
classes and methods in the project.

• The user guide available at
http://www.jedit.org/users-guide/.

• The source code itself - jEdit release 4.3.2, pro-
vided by the Qualitas.class corpus [42].

• System execution. We ran the jEdit 4.3.2 to
explore features which had not been previously
identified as candidates from the analysis of
other resources; and also to confirm what we
had pointed as candidates.

• Domain knowledge. As programmers, we ex-
tensively use a variety of text and code editors.
jEdit has several features also found in many
other text and code editors we have used.

Overall, the mapping process involved forty seven
concerns and two researchers. We split the set of
concerns in two parts and assigned each one to
a researcher. This could have been unfeasible in
terms of time and cost if each researcher had to
perform the entire mapping followed by an addi-
tional merging and conflict resolution e↵ort. So, as
a result, the mapping e↵ort of the two researchers
totaled 22 hours in several working sessions inter-
spersed with other activities during their working
days. Along this process, we studied the user guide
many times to confirm or disconfirm candidate con-
cerns or to include new ones in the set of concerns
to be mapped. The user guide was very useful to
clarify the concepts and behavior behind each jEdit
concern. For example, we had doubts about what
a switching bu↵er means in jEdit. By reading the
user guide we could have clear explanation about
it. Executing JEdit was also helpful in the process

of updating and understanding the set of concerns.
In particular, it allowed us to understand how cer-
tain concerns were manifested through the graphi-
cal user interface of the system.

To persist the mapping between source code ele-
ments and concerns we also used the ConcernTag-
ger tool. The following steps summarize typical
mapping tasks we carried out:

1. Pick a concern from the set of unmapped con-
cerns.

2. Register the time corresponding to the map-
ping task beginning in order to track the time
e↵ort dedicated to map each concern.

3. Define a set of strings and regular expressions
to query source code fragments implementing
the desired concern. For instance, “encoding;
char*enc; enc*char; charset” was the set of
strings and regular expressions used for find-
ing code elements candidates to the Character
encoding concern implementation.

4. Run the Eclipse text search using the defined
set of strings and regular expressions.

5. Navigate over the results of the text-based
search and check whether each occurrence in
the results contributes to the concern imple-
mentation. If so, assign the code fragment to
the concern using the ConcernTagger plug-in.
As said before, to decide if a code fragment
implements a concern, we used the prune de-
pendency rule. If the occurrence corresponds
to a statement within a method, we assign
the enclosed method, as ConcernTagger does
not support concern assignment to statements.
Only attributes, methods and entire classes
are supported. Additionally, if we identify a
method entirely contributing to a concern we
then search for other occurrences calling such
method, according to the prune dependency
rule.

6. If the set of strings and regular expressions de-
fined in step 3 is not entirely covered, go to
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step 4. Otherwise, proceed to next step.
7. When there are no more code fragments to visit

nor search queries to execute, we register the
finishing time as well as the strings used for
searching concern implementation occurrences.

8. During this activity, register any doubt regard-
ing the procedure, source code or any concern
for further discussion in a next meeting. This
is to make sure that doubts raised during the
mapping process could be discussed and double
checked.

After every five concerns each researcher mapped
we arranged a meeting to: (i) briefly discuss the
mapping activity; (ii) solve possible conflicts and
doubts; (iii) align what each one had previously
done such as time spent to map the five concerns,
and size of each mapped concern in terms of num-
ber of classes and methods; and (iv) communicate
new concerns discovered during the mapping activ-
ities that are candidates to be added to the set of
concerns. After covering all the set of unmapped
concerns, we arranged a meeting to make a final
discussion about the whole process experience and
lessons learned. The complete jEdit concern map-
ping used in this study is available in our online
resources page [35] to be opened with the Concern-
Tagger plug-in in Eclipse environment.

5.5. XScan Requires less E↵ort

It is evident that manual mapping requires more
e↵ort and so it is more expensive to apply. It is
necessary lots of hours and days of work to man-
ual map a medium to large system. jEdit manual
mapping took 22 hours of work, while Rhino took
102 hours, as reported in [13]. Turning to the au-
tomatic strategies, XScan is easier to execute than
Topic-based strategy for two reasons: (i) besides
the source code, it does not require any input pa-
rameters, neither e↵ort to calibrate them; and (ii)
it takes less time to process and generate results.
For instance, TopicXP took 4 hours to generate the
results for jEdit, while XScan took less than one
hour on the same computer.

6. Results and Analysis

This section presents the achieved results after
addressing the research questions presented in Sec-
tion 4. First, in Section 6.1 we analyze the ability of
conceptual cohesion measurements based on auto-
matic mappings to select the least cohesive classes.

Then, in Section 6.2, we discuss possible reasons
that could explain the results presented in Section
6.1. A summary of our findings are then discussed
in Section 6.3.

6.1. Accuracy of Automatic Strategies on Selecting

the Least Cohesive Classes

Initially, we present in Table 4 a summary of
the di↵erent concern mapping strategies applied to
Rhino and jEdit. For each system and concern
mapping we show: the number of mapped concerns;
the percentage of Java files with at least one con-
cern mapped; and four properties related to a cor-
responding LCbC distribution (min and max val-
ues, median and standard deviation). For example,
in Rhino, XScan mapping identified 26 concerns
touching 32% of the Java files. The minimun LCbC
over XScan mapping in Rhino was 0, the maximum
was 11, the median was 0, and the standard devia-
tion was 2.4.

A class with LCbC = 0 means that the corre-
sponding mapping strategy was not able to iden-
tify concerns addressed by the class. However, it
does not mean that such a class has no concerns.
Any class has at least one single concern. So zero-
LCbC classes may be strongly cohesive address-
ing one concern or weakly cohesive by addressing
several concerns. We decided to keep classes with
LCbC = 0 and not take the risk to arbitrarily assign
LCbC = 1 to them, thus a↵ecting the mapping out-
put. In addition, if we additionally analyzed those
classes manually we would deviate from the focus of
methodically applying the concern mapping strate-
gies we defined for the study by interfering in their
results. Moreover, in this study knowing the zero-
LCbC classes is an important information to keep
track of, as it represents the classes not covered by
the mapping strategy.

We assessed to what extent conceptual cohe-
sion measurements using automatic concern map-
ping strategies are able to select the least cohesive
classes. This is an important feature to be ana-
lyzed in conceptual cohesion measurement, as it
may reveal whether or not the e↵ect of using an
automatic mapping a↵ects its practical use. For
example, a high negative e↵ect would be if an au-
tomatic mapping generates the set of least cohesive
classes with a low matching with the corresponding
set of manual mapping which is our baseline. This
means that the conceptual cohesion measurement
would not identify the most critical classes in terms
of cohesion.
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Table 4: Summary of concern mapping strategies applied to Rhino and jEdit
Rhino

Manual Mapping XScan Topic-based
Concerns found 417 26 40
Java files with concern(s) 100% 32% 100%
LCbC min. 15 0 1
LCbC max. 344 11 4
LCbC median 69 0 2
LCbC sd. 131 2.1 0.7

jEdit

Manual Mapping XScan Topic-based
Concerns found 47 97 69
Java files with concern(s) 57% 36% 95%
LCbC min. 0 0 0
LCbC max. 27 9 5
LCbC median 1 0 2
LCbC sd. 2.44 1.3 0.8

For this purpose we extracted two sets of least
cohesive classes for each LCbC distribution pre-
viously summarized in Table 4. The first set is
formed by the 20% highest LCbC classes, whereas
the second set is formed by the 10% highest LCbC
classes. For practical use, we believe 10-20% are
reasonable numbers to select the most critical
classes in terms of cohesion in a given project.
Thus, we end up with six sets for comparison rep-
resented by the following labels: LCbC MM 20%,
LCbC Topics 20%, LCbC XScan 20%,
LCbC MM 10%, LCbC Topics 10% and
LCbC XScan 10%. The prefixes LCbC MM,
LCbC XScan and LCbC Topics identify the LCbC
distributions corresponding to manual mapping,
XScan-based mapping and Topic-based mapping,
respectively. Table 5 summarizes those sets,
while Figures 3 and 4 graphically show their
corresponding distributions.

It is important to note that, the LCbC distribu-
tions of least cohesive classes in the same system
have di↵erent size when varying the concern map-
ping strategy. For instance, the first row in Table 5
shows the number of files forming each LCbC distri-
bution in Rhino considering the 20% least cohesive
classes. They are in di↵erent size because there are
several classes with the same LCbC value. For ex-
ample, 20% of the sample size in Rhino represents
27 classes. However, the 27th least cohesive class
in Rhino has LCbC = 2, together with 40 other
classes with the same LCbC value. Therefore, all
these classes should be included in the correspond-
ing set of LCbC Topics 20%, thus increasing the
size of this set.

We defined Precision, Recall and Accuracy met-

Figure 3: LCbC distributions of Rhino least cohesive classes

rics to quantitatively analyze the accuracy score of
each LCbC distribution using an automatic map-
ping with respect to their corresponding manual
mapping.

Precision: the proportion of classes in a given
LCbC distribution which are also found in a refer-
ence set. In our case, the reference set is the LCbC
distribution over manual mapping. For example,
considering LCbC MM 20% as our baseline, we cal-
culate Precision(LCbC Topics 20%) as follows:
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Table 5: Distribution summary of least cohesive classes
Rhino

LCbC MM 20% LCbC Topics 20% LCbC XScan 20%
# of classes 27 57 28
LCbC min. 298 2 3
LCbC max. 344 4 11
LCbC median 302 2 4.5
LCbC sd. 10.2 0.4 1.9

LCbC MM 10% LCbC Topics 10% LCbC XScan 10%
# of classes 13 16 14
LCbC min. 304 3 5
LCbC max. 344 4 11
LCbC median 311 3 6
LCbC sd. 10.47 0.2 1.7

jEdit

LCbC MM 20% LCbC Topics 20% LCbC XScan 20%
# of classes 127 267 105
LCbC min. 2 2 2
LCbC max. 27 5 9
LCbC median 3 2 2
LCbC sd. 3.6 0.54 1.59

LCbC MM 10% LCbC Topics 10% LCbC XScan 10%
# of classes 71 84 105
LCbC min. 3 3 2
LCbC max. 27 5 9
LCbC median 4 3 2
LCbC sd. 4.2 0.33 1.59

Figure 4: LCbC distributions of jEdit least cohesive classes

|LCbC Topics 20% \ LCbC MM 20%|
|LCbC Topics 20%|

As another example, if we consider XScan map-
ping and reduce the set of least cohesive classes to
10%, then Precision(LCbC XScan 10%) is calcu-
lated as follows:

|LCbC XScan 10% \ LCbC MM 10%|
|LCbC XScan 10%|

Recall: number of classes in a given LCbC
distribution which are also found in a refer-
ence set divided by the total number of classes
in the reference set. For example, consider-
ing LCbC MM 20% as our baseline, we calculate
Recall(LCbC Topics 20%) as follows:

|LCbC Topics 20% \ LCbC MM 20%|
|LCbC MM 20%|

Changing to XScan mapping strategy
and taking the 10% least cohesive classes,
Recall(LCbC XScan 10%) is calculated as fol-
lows:

|LCbC XScan 10% \ LCbC MM 10%|
|LCbC MM 10%|

Accuracy: combination of precision and re-
call by calculating the harmonic mean between
them. It is also known as F-measure or
balanced F-score. For instance, we calculate
Accuracy(LCbC XScan 20%) as follows:
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2⇥Precision(LCbC XScan 10%)⇥Recall(LCbC XScan 10%)
Precision(LCbC XScan 10%)+Recall(LCbC XScan 10%)

Table 6 shows the results of precision, recall and
accuracy scores. Rows are decreasingly ordered by
accuracy, so we can easily see that LCbC XScan
for both 20% and 10% sets have better accu-
racy in selecting the least cohesive classes when
compared to corresponding sets of LCbC Topics.
LCbC Topics 20% had an outstanding recall of
0.73, which means that this distribution matches
nearly 70% of least cohesive classes in the corre-
sponding reference set. However, this distribution
also retrieves too many classes that do not match
in the reference set, thus leading to a precision of
0.33, which decreases LCbC Topics 20% accuracy.
The better performance of LCbC XScan compared
to LCbC Topics is more evident in Rhino, specially
where LCbC Topics 10% had a weak performance.
Additionally, any of the 20% sets outperformed

the 10% sets in both systems according to all three
comparative measures (precision, recall and accu-
racy). This means that shortening the set of least
cohesive classes decreases precision, recall and con-
sequently accuracy of LCbC distributions over au-
tomatic mappings.
In summary, LCbC Topics 20% had a Recall be-

tween 50% and 70%, however it still has too many
false positives (low precision), thus leading to less
than 50% of accuracy. LCbC with XSCan map-
ping had, in general, a slightly better performance
than LCbC with Topic-based strategy. However, it
also did not succeed on selecting the least cohesive
classes, having low to medium precision, recall and
accuracy.

Table 6: Summary of matching degree between LCbC over
automatic mappings and LCbC over manual mapping

Rhino

Precision Recall Accuracy
LCbC XScan 20% 0.39 0.40 0.40
LCbC Topics 20% 0.24 0.51 0.33
LCbC XScan 10% 0.21 0.23 0.22
LCbC Topics 10% 0.06 0.07 0.06

jEdit

Precision Recall Accuracy
LCbC XScan 20% 0.54 0.44 0.49
LCbC Topics 20% 0.34 0.73 0.47
LCbC XScan 10% 0.27 0.40 0.32
LCbC Topics 10% 0.21 0.25 0.23

One question that may arise in this analysis is
weather the use of another conceptual cohesion
metric, over the same concern mappings, would sig-

nificantly change those results. As explained in Sec-
tion 2, our choice is for LCbC because it is the only
conceptual cohesion metric available that can be
computed over any kind of concern mapping strat-
egy. For example, we cannot vary the concern map-
ping strategy using the MWE metric, because it
is defined to be used with Topic-based mapping.
However, we took the opportunity to also analyze
MWE distributions of Rhino and jEdit using the
same topic-based mapping we used for LCbC. The
corresponding accuracy analysis results for MWE
is then presented in Table 7.

In Rhino, the accuracy of MWE 20% fits below
LCbC Topics 20%, whereas in jEdit, MWE 20%
fits below LCbC Topics 10%. The MWE 10% sets
had the lowest accuracy scores when compared to
the LCbC sets. Actually, the selected classes in
MWE 10% set in Rhino did not match to any
of the classes in LCbC MM%10 set. In other
words, measuring conceptual cohesion with MWE,
for these two systems, yields the lowest accuracy
scores in selecting the least cohesive classes when
compared to LCbC over two automatic mapping
strategies. In summary, this shows that two metrics
(i.e. two ways of calculating conceptual cohesion)
over the same Topic-based concern mapping per-
formed weakly in selecting the least cohesive mod-
ules. Therefore, although we cannot generalize, this
is an evidence that the concern mapping strategy
seems to be the main influence factor even if one
varies the conceptual cohesion metric.

Table 7: Summary of matching degree between MWE and
LCbC over manual mapping

Rhino

Precision Recall Accuracy
MWE 20% 0.27 0.22 0.24
MWE 10% 0.00 0.00 0.00

jEdit

Precision Recall Accuracy
MWE 20% 0.22 0.17 0.19
MWE 10% 0.03 0.02 0.03

We also analyzed whether conceptual cohesion
distribution using automatic strategies correlate to
the corresponding distribution using manual map-
ping. Our intention is to confirm that the analyzed
distributions not only diverged in selecting the least
cohesive modules but also represent distributions
with low correlation between each other.

Table 8 shows the results of applying Spearman
correlation test [43] for Rhino and jEdit. The ‘*’
symbol represents no significance level achieved in
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the corresponding test. All the coe�cients shown
are at the significance level of less than 0.05.

In order to give a qualitative label for the ob-
tained correlation coe�cients, we follow Cohen’s
range [43]. Such a range suggests that a coe�cient
from .00 to .30 is a weak correlation; from .30 to
.50 is a moderate correlation; and higher than .50
is a strong correlation. For Rhino, we found mod-
erate correlation between LCbC over manual map-
ping and LCbC over XScan mapping, and also mod-
erate correlation between LCbC XScan and LCbC
over Topic-based mapping. For jEdit, we found a
weak correlation among the three LCbC measure-
ments.

Table 8: Correlation among LCbC variations for Rhino and
jEdit

Rhino
LCbC MM LCbC XScan LCbC Topics

LCbC MM 1 0.38 *
LCbC XScan 1 0.39
LCbC Topics 1

jEdit
LCbC MM LCbC XScan LCbC Topics

LCbC MM 1 0.27 0.22
LCbC XScan 1 0.16
LCbC Topics 1

In summary, first in this section we found
that conceptual cohesion with automatic strategies
failed in selecting the least cohesive modules accord-
ing to our baseline of conceptual cohesion measure-
ment. Even so, for this purpose, XScan mapping
showed a slightly better performance when com-
pared to Topic-based mapping. Second, with cor-
relation tests we could demonstrate that the distri-
butions not only diverge in selecting the least co-
hesive modules but, actually, have low correlation
to each other. These results demonstrate evidence
that the e↵ect of applying automatic concern map-
ping strategies is high and that they generate inac-
curate conceptual cohesion distributions.

However, our second research question remains
unanswered. It is important to have a better un-
derstanding regarding what could explain the cur-
rent results and thus provide inputs for future work
on refining existing mapping strategies or creating
new ones. The next section provides a discussion to
better understand the weak performance of concep-
tual cohesion measurement using automatic con-
cern mapping strategies.

6.2. Why Automatic Concern Mapping Strategies

Failed

In order to answer RQ2, we first analyzed the
properties of LCbC distributions for Rhino and
jEdit corresponding to the three mapping strate-
gies under study. By looking at distribution shapes
we expect to find distribution properties in a quan-
titative basis that could help us on understanding
the observed performance presented in previous sec-
tion.

In addition, we manually analyze the generated
concern mapping outputs of automatic strategies.
With this kind of analysis, we aggregated qualita-
tive observations about characteristics of the con-
cern mappings. Overall, we aim at building a better
understanding about the reasons of having inaccu-
rate conceptual cohesion distributions compared to
our manual mapping baseline.

Figure 5 illustrates through boxplots the LCbC
distributions for Rhino and jEdit over manual map-
ping, whereas Figure 6 shows the corresponding
boxplots over automatic mappings. From analyzing
Table 4 and Figures 5 and 6 we can point some fea-
tures of LCbC distributions in question. First, we
can note that XScan covers less java files than the
other mapping strategies. Second, the LCbC dis-
tributions with Topic-based strategy demonstrate
lower variance than the others. We discuss those
distribution features in more details in the next two
sections.

Figure 5: LCbC distributions using manual mapping strat-
egy

6.2.1. Low Coverage of XScan Mappings

As explained in Section 5.2, XScan strategy only
needs the source code as input. Its own heuris-
tic is dedicated to find groups of correlated meth-
ods mainly based on inheritance and code similarity
analysis. For each system, we analyzed the output
files containing groups of methods. We considered
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Figure 6: LCbC distributions using automatic mapping
strategies for Rhino and jEdit

each group of methods generated by XScan as a
mapped concern. The output files for the two sys-
tems are available at our companion website [35].

The XScan mapping covered 32% of the classes in
Rhino, whereas 36% in jEdit (see Table 4), which
means the least coverage over project files among
the mapping strategies we analyzed. Actually, XS-
can does not favor a high coverage over files because
it was not designed having this as a primary inten-
tion.

The XScan approach identifies concerns mani-
fested only in methods by using code similarity
analysis. We found that it captures concerns im-
plemented over di↵erent classes which use in most
of the cases the same method name. However,
it is also able to identify methods with the same
name but representing di↵erent concerns since they
have di↵erent interaction context. For instance,
in jEdit there are several methods named as up-
date() but addressing di↵erent concerns. XScan
found two concerns involving the update() meth-
ods: one for updating the status bar in jEdit graph-
ical user interface; and another for dynamically up-
dating menu items.

There are situations where XScan goes right on
the target, for instance, the put property concern
in Rhino. This concern is responsible for including
properties in Javascript elements being processed
by the Rhino interpreter. In source code several
methods named put() address it. This concern in-
volves 19 classes from 2 packages. XScan was able
to identify this concern because the methods in the
involved classes have similar code and interaction
context. If, for some reason, there are other meth-
ods involved in this concern but with unlike code

and interaction context, XScan is not able to iden-
tify them.

In some situations XScan’s heuristics identify
very specific concerns like the “dialog canceling ac-
tion” for window dialogs in jEdit system. This con-
cern involves 20 di↵erent classes that implement
the dialog canceling action through the cancel()

method.
However, XScan fails to identify concerns that

do not manifest themselves through similar method
code neither participate in interaction context with
method calls crosscutting classes. For instance, the
JEditBu↵er class had no concerns mapped by XS-
can, while it is an important class that represents
the contents of an open text file as it is maintained
in computer’s memory. When looking at the class
we clearly find concerns like load/unloading con-
tent, inserting/removing text into the bu↵er and
text indentation.

Those examples reinforce observations over Ta-
ble 4 and Figure 6 that XScan strategy leads to
less coverage over classes. However, in spite of such
characteristic, XScan is able to identify some classes
with several concerns. Table 4 shows that XScan
mapping leads to higher max values for LCbC than
Topic-based mapping. Those XScan characteristics
lead to an incomplete mapping in general, but it is
able to capture some critical classes in terms of low
conceptual cohesion. This may explain a slightly
better performance of XScan in selecting the least
cohesive classes when compared with Topic-based
mapping (accuracy analysis presented in Section
6.1).

In summary, there are two main reasons for XS-
can low coverage. First, not all concerns manifest
over methods with similar code and interaction con-
text. Second, XScan was originally designed for
finding concerns spread over several files without
having file coverage as a primary issue. There-
fore, there might be concerns addressed by one or
few files which are not captured by XScan. This
may lead to classes without concerns mapped to
them. For those reasons, conceptual cohesion mea-
surement using XScan is subject to those problems.

6.2.2. Low LCbC Variance of Topic-based Map-

pings

For Topic-based mapping, it is necessary to define
the number of topics as one of the input parame-
ters, as explained in Section 5.3. We calculated the
number of topics based on the number of Java files.
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We considered each topic as a concern, so the num-
ber of concerns is exactly the calculated number of
topics.
By analyzing the data summarized in Table 4

and Figure 6 we observe that, di↵erent from XScan,
Topic-based mapping leads to a high coverage over
Java files, as it touched 95% of the classes in jEdit
and 100% in Rhino. Also, Topic-based mapping
leads to slightly higher medians in LCbC distribu-
tions but less variance in comparison with XScan
mappings. The boxes for LCbC Topic distributions
in Figure 6 are more compressed when compared
with the corresponding boxes for LCbC XScan.
The standard deviation, min and max values in Ta-
ble 4 also give evidence to this observation. There-
fore, although Topic-based mappings cover almost
all the system files, this mapping strategy leads
to flatter LCbC distributions. In other words, the
Topic-based strategy maps almost the same number
of concerns to each Java class.
It is worth recalling that Topic-based mapping

identifies concerns manifested through correlated
words within classes, including identifiers (at class,
field and method level) and comments embedded in
source code. The topics extracted are not labeled.
We manually analyzed the topics generated by Top-
icXP tool by looking at the words that form them,
considering each topic as a concern. We observed
similar results previously reported in literature [44]:
while some topics are easy to label and give a no-
tion about what they mean, some other topics are
di�cult to label, because their words are not mean-
ingful enough.
For instance, when reading the topic [plugin, jar,

path, name, file, manag] we could label it as the
Plug-in manager concern, which is responsible for
managing plug-ins as jar files into jEdit editor.
However, some topics are hard to understand. For
instance, the words in the following topic may be
meaningful [jedit, edit, method, j, i, param] if you
analyze them separately. However, when consider-
ing them together forming the topic they are mean-
ingless, making it di�cult to put a label on it. Even
with the previous experience of carrying out a man-
ual mapping over jEdit code we could not find a
label to that topic.
Additionally, in such situation, we analyzed the

classes having that topic, and we could observe that
“jedit” and “edit” words are very common in the
project and they appear as class and variable names
in many places. Particularly, the “method” word
appears in comments attached to several methods

across the project. The words “i” and “j” are com-
mon in classes having loops. “Param” is a common
word appearing in javadoc comments within several
classes. In fact, those words are examples of textual
noise for the Topic-based mapping strategy. They
should have been ignored by the LDA execution, as
they do not add meaning to a relevant topic in the
overall system. That leads us to conclude that, in
order to improve the results, the Topic-based map-
ping strategy requires additional e↵ort to filter out
meaningless words from the source code. Therefore,
besides English stop words, a list of project-specific
stop words could be used in LDA applications over
source code in order to avoid textual noise. How-
ever, this is an additional e↵ort that might increase
the cost of applying Topic-based mapping.

In summary, on the one hand, XScan generates
mappings with low to medium file coverage and
provides LCbC distributions with low median but
higher variance. On the other hand, Topic-based
mapping covers more files and leads to LCbC distri-
butions with slightly higher medians but lower vari-
ance. In other words, XScan leaves many classes
without concerns mapped but it is able to identify
classes focusing on several concerns, whereas Topic-
based strategy leaves less classes without concerns
mapped but all classes end up with an almost uni-
form number of concerns (flat conceptual cohesion
distribution). This analysis shows that the Topic-
based automatic strategy leads to less realistic map-
pings. In real world projects, like the ones in this
study, there are classes realizing several concerns,
while others are focused on one or just few con-
cerns.

Overall, by analyzing the conceptual cohesion
distributions properties and observing the limita-
tions of automatic concern mapping strategies we
could find evidence to explain the low accuracy of
conceptual cohesion distributions with automatic
mappings in selecting the least cohesive modules.
Therefore, this analysis helped us to tackle the sec-
ond research question.

6.2.3. Mapping Size (Number of concerns) Does

not Matter

The concern mapping size in terms of number of
concerns could be one possible distribution prop-
erty a↵ecting the success/failure of conceptual co-
hesion distributions on selecting the least cohesive
classes. However, by analyzing our dataset we could
not find any relation between number of concerns in
each LCbC distribution (Table 4) and correspond-
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ing accuracy analyzed in Section 6.1 (Table 6).
For example, in Rhino, Topic-based mapping iden-
tified forty concerns while XScan mapped twenty
six. However, XScan was slightly more accurate
than Topic-based mapping. Therefore, high con-
cern mapping size in terms of number of concerns
does not necessarily mean a complete and accurate
mapping for conceptual cohesion measurement.

6.3. Results Summary

In summary, according to our results, the use of
automatic concern mapping strategies has a signif-
icant e↵ect on conceptual cohesion measurement.
We found that none of the two fully automatic
strategies we applied are able to be used as input
for conceptual cohesion measurement. Conceptual
cohesion distributions built upon those automatic
strategies failed to accurately select the set of least
cohesive modules when compared to a reference dis-
tribution using manual mapping. In that compari-
son, XScan was slightly more accurate when com-
pared to Topic-based mapping strategy.
Therefore, those findings should be considered

in future work, specially when automatic concern
mapping strategies need to be used. When com-
paring the two automatic strategies, we addition-
ally found that XScan requires less e↵ort, because
it executes faster and does not require calibration of
input parameters. Also, on the one hand XScan has
less coverage over Java classes, leaving more classes
without concerns mapped. On the other hand, XS-
can is able to identify classes with several concerns,
and it scores on mapping any kind of concern mani-
fested through similar code and interaction context.
In counterpart, XScan fails when concerns are not
expressed like that.
Topic-based strategy captures well concerns ex-

pressed in identifiers and comments, however it suf-
fers from textual noise. In addition, corresponding
conceptual cohesion distributions had lower vari-
ance than the XScan ones, which reveals an evi-
dence that Topic-based strategy may generate less
realistic mapping. In real software projects there
is a high imbalance regarding concerns implemen-
tation among project classes, that is, while some
classes address several concerns, some others ad-
dress just one or few of them. This naturally in-
creases the variance of conceptual cohesion distri-
bution.
Those results confirm that varying concern map-

ping strategies a↵ects conceptual cohesion distribu-
tion and therefore such variation significantly influ-

ences the ability of a conceptual cohesion distribu-
tion in selecting the least cohesive classes. More-
over, we found the following conceptual cohesion
distributions properties that we suggest to be con-
sidered in further investigations: (i) mapping size
in terms of number of concerns does not necessar-
ily imply that the concern mapping is accurate;
(ii) number of classes covered is important but not
su�cient to generate accurate conceptual cohesion
distributions; and (iii) conceptual cohesion distri-
butions of real projects are not flat, which meas
that the conceptual cohesion degree of classes are
far from uniform across the project.

7. Implications

In this section we discuss possible implications of
our study to practitioners willing to apply cohesion
measurement in their software engineering activi-
ties and to researchers in conducting future work.
Also, we explain how the results can be exploited
by tool builders seeking opportunities to incorpo-
rate innovative ways of cohesion measurement in
their products.

7.1. For Researchers

First, researchers can replicate this study for ei-
ther assessing additional conceptual cohesion met-
rics or additional concern mapping strategies. To
facilitate study replication our experimental pack-
age is available at an on-line appendix [35], includ-
ing a new concern mapping manually done by our
team for the jEdit system.

This is the first work that could investigate the
performance of two state-of-the-art automatic con-
cern mapping strategies in the light of conceptual
cohesion measurement. Our results mainly fall
in showing that conceptual cohesion is still lim-
ited by the accuracy of automatic concern mapping
strategies, when manual mapping is not feasible.
However, our observations regarding the drawbacks
of analyzed automatic strategies may go beyond
the use of conceptual cohesion measurement. Re-
searchers can also use our findings to support their
work in improving concern mapping strategies also
for other applications such as code comprehension
and concern location, which are key activities in
software maintenance.

The proposal of new concern mapping strategies
combining the potentials of existing ones and avoid-
ing their limitations could be a fruitful research di-
rection. For example, the code similarity heuristic
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of XScan could also consider text mining results
such as the ones provided by LDA, which is used
by Topic-based strategy. Other works have sug-
gested the creation of new concern mapping strate-
gies by combining existing ones, however none im-
plementation is available. At the same time, there
is the opportunity to enrich the list of stop words in
Topic-based mapping pre-processing step by includ-
ing project specific source code terms that make
textual noise if not filtered out.
Also in the field of concern mapping strategies,

there is another possible direction of reducing the
manual mapping e↵ort by automatically recom-
mending pieces of code that could address concerns
being mapped. For example, automatic strategies
like the ones we used in this study could execute
as a background “engine” integrated with IDEs to
recommend concern assignments to source code el-
ements. This would assist developers in manually
mapping concerns, thus reducing the mapping ef-
fort. In addition, that kind of engine could possibly
learn as developers accept or decline recommenda-
tions within a project context.
We also envision an evolutionary concern map-

ping strategy which could map concerns incremen-
tally as the code grows. Manual mapping takes to
much e↵ort, so becoming unfeasible in most of the
times. However, if this is done in the beginning of
a project, when the code base is small, the initial
manual mapping e↵ort is also small. Then, from
that initial mapping, as the code evolves, the con-
cern mapping can also evolve by having a support-
ing engine to suggest concern mapping expansion
over the new code being added or to suggest map-
ping changes over existing code being modified.

7.2. For Practitioners

We are aware that industry-scale software devel-
opment tools do not provide conceptual cohesion
measurement features. So, most likely, practition-
ers have never had access to conceptual cohesion
measurement, at least supported by industry-scale
tools, in real software development projects. How-
ever, previous work have demonstrated that devel-
opers reason about module cohesion closer to con-
ceptual cohesion than to structural cohesion [11],
which is the conventional way of cohesion measure-
ment implemented in many industry-scale tools.
Thus, as conceptual cohesion metrics have been
proposed and improved recently they may become
available soon.

Practitioners should consider our findings when-
ever automatic concern mapping strategies are in-
volved in their software engineering tasks, specially
if they are related to conceptual cohesion measure-
ment. If text mining-based mapping strategies is
used, developers should calibrate input parameters
and find a way to filter out textual noise. Also, de-
velopers should know that not all concerns are cap-
tured by the heuristics of automatic strategies and
they might need additional e↵ort to improve the
quality of automatically-generated concern map-
pings. However, if manual mapping is the strategy
in use, software engineers should include the “con-
cern mapper” role in their process and also consider
the manual mapping e↵ort in project management
plan.

7.3. For Tool Builders

Conceptual cohesion measurement has been in its
infancy while structural cohesion measurement is
more mature and has already been incorporated in
software development tools along the years. How-
ever, structural cohesion has limitations, specially
when applied to current practice of object-oriented
programming (OOP) [3] [9]. Actually, they were
proposed twenty years ago, when OOP was still im-
mature compared to current state-of-the-practice.
In addition, developers reason about module cohe-
sion closer to the conceptual way of cohesion mea-
surement [11], so it is more intuitive for developers
to measure and compare such attribute in terms
of conceptual cohesion rather than structural cohe-
sion. Therefore, there is a demand for innovative
ways of cohesion measurement to complement or
substitute the traditional way of structural cohesion
measurement implemented in several industry-scale
tools.

In face of that demand, tool builders should be
aware of the e↵ect of applying automatic concern
mapping strategies in conceptual cohesion measure-
ment. The results discussed here should alert tool
builders in incorporating such strategies not only
for cohesion measurement but also for other appli-
cations. Tool builders may also find an opportunity
to make business from this demand. They can o↵er
customization service to calibrate automatic strate-
gies and refine them to specific projects or particu-
lar organizations.

In summary, as conceptual cohesion mea-
surement improves its e↵ectiveness, tools may
also improve their features by better indicating
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strongly/weakly designed modules. For exam-
ple, there are code-smell detection features imple-
mented in commercial tools by considering struc-
tural cohesion information. However, research have
shown that concern-oriented metrics like LCbCmay
be more e↵ective [45].

8. Threats to Validity

Internal validity. This type of threat may have a
negative e↵ect on the causal relationship between
treatment and outcome. In our study, the treat-
ment is the application of di↵erent concern mapping
strategies, whereas the outcome is the observed ef-
fect on conceptual cohesion measurement. Our re-
search questions relied on assessing to what extent
such e↵ect could hinder the practical use of concep-
tual cohesion and what could explain the observed
performance.
Therefore, due to the nature of our research

we have not identified threats to internal valid-
ity. We have not found other causes that could af-
fect conceptual cohesion measurement besides con-
cern mapping strategies themselves, which is ex-
actly what we have tackled in this study.

External validity. Two factors a↵ect the external
validity. First, our study is limited by three di↵er-
ent concern mapping strategies, having the manual
mapping as our strategy for generating a reference
conceptual cohesion measurement. As explained
in Section 3 it is very di�cult to find an avail-
able tool to map concerns in real software projects.
There are prototypes cited in papers either address-
ing small projects or targeting other languages than
Java. We used XScan and TopicXP tools not only
because they are available, but also because their
underlying techniques are potential approaches for
mapping concerns in source code. XScan authors
reported high accuracy levels of their approach on
identifying crosscutting concerns. In addition, Top-
icXP relies on LDA, which is a state-of-the-art text
mining technique recently applied on source code
analysis by several other authors. Therefore, dur-
ing study design, XScan and Topic-based mapping
were the best alternatives we had for selecting fully
automatic concern mapping strategies.
Also, none of the mapping strategies consider

concerns that are realized by other artifacts di↵er-
ent from source code. For example, stored proce-
dures in database or XML configuration files were

not taken into account for concern mapping. We
are not aware of this kind of approach available.

The number of systems under consideration in
this study is another threat to external validity. As
explained in Section 4, we were limited by the lack
of available manual concern mappings. A complete
manual mapping takes too much e↵ort, so it is hard
to find available projects with a concern mapping
manually done with the prerequisites we needed for
this study. The prerequisites were: (i) a manual
mapping intended to cover as much as possible the
source code classes and the system concerns of any
kind; and (ii) implemented in Java, as the tools
we used only supports Java systems. Therefore, we
addressed the research questions using two systems:
Rhino, with a manual mapping made available by
other researchers in previous work [13]; and jEdit,
with a concern mapping manually done by two au-
thors of this study.

Therefore, we do not claim that our conclusions
can be generalized outside the scope of this study.
However, as far as we know, this is the first study on
analyzing and improving knowledge about the e↵ect
of di↵erent concern mapping strategies on concep-
tual cohesion measurement. Even restricted to the
study settings our findings give evidence to sup-
port software engineers in cohesion measurement
activities and researchers in their further studies
involving conceptual cohesion or concern mapping
approaches, as explained in Section 7. Still, we sug-
gest further work including more concern mapping
approaches and systems to solidify current findings.

Construct validity. First, the parametrization of
LDA execution for Topic-based mappings was iden-
tified as a possible threat to construct validity. The
calibration of LDA parameters is important to bet-
ter explore the LDA algorithm and achieve more
confident results in Topic-based mappings. How-
ever, it is an empirical time-consuming activity
which is out of scope of this study, as explained
in Section 5.3. In fact, researchers have been in-
vestigating this issue as a separate work. Thus,
to compensate this threat we followed recent liter-
ature regarding the application of LDA in source
code topics extraction. For the number of topics,
we used the equation proposed by [37]. For the
↵ and � parameters we followed recommendations
from [38].

The second threat to construct validity is how we
measured precision, recall and accuracy to address
the first research question. We had to define a size
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for the set of least cohesive modules. The ques-
tion is: given an entire conceptual cohesion distri-
bution how many modules shall we include in the
set of least cohesive ones? There is no trivial and
objective answer for this question. Also, this may
vary from project to project. Then, we used two
di↵erent sizes for each project as a percentage of
their entire conceptual cohesion distribution. So,
for each system we obtained the 10% and 20% sets
of least cohesive modules. We believe that these are
reasonable sizes, because by considering less than
10% we would retrieve too small sets of least cohe-
sive modules. For instance, 5% for Rhino, would
retrieve only 6 classes. Conversely, by considering
more than 20% we would have too large sets. In
practical terms, we believe that large sets of most
critical modules in terms of a given quality attribute
such as cohesion might not be useful for software
engineers. Therefore, we concluded that 10% and
20% are reasonable sizes for that intention.

Conclusion validity. Threats to conclusion valid-
ity are lack of statistical calculations or misuse of
statistical assumptions that leads to incorrect con-
clusions made by the researcher. Due to the na-
ture of our first and second research questions, we
could not address them only using statistical anal-
ysis. For RQ1 we carried out an accuracy analysis
through precision and recall measures. For RQ2
we used statistical support mainly through descrip-
tive statistics and boxplots in order to discuss over
LCbC distribution properties. In addition, we used
qualitative analysis in which we discussed charac-
teristics of concern mapping outputs and how they
were generated. In that context, we were able to
avoid as much as possible the misuse of statistical
assumptions.

9. Related Work

The problem of mapping concerns to source code
elements is not new [46]. However, we are not aware
of any study that analyzed the e↵ect of di↵erent
concern mapping strategies on conceptual cohesion
measurement. Therefore, in this section we focus on
citing studies that analyzed the activity of concern
mapping and somehow relate to our work.
Kellens et al. [47] made a survey of automated

code-level techniques for aspect mining. That was
the first in-breadth survey and comparison of as-
pect mining tools and techniques. The techniques

they studied certainly influenced works such as XS-
can. However, LDA had not been applied yet for
source code analysis while their study was done.
One of their outcomes was the suggestion of com-
bining di↵erent techniques to improve accuracy of
concern mapping strategies, which matches with
Eaddy et al. [27] results. Eaddy and colleagues
proposed a tool called Cerberus which implemented
an automated concern mapping strategy combining
three techniques: text mining, execution tracing,
and structural dependency analysis. They applied
each technique individually and in di↵erent combi-
nations over Rhino source code. At the end, they
found better results when all the techniques were
applied together. However, the Cerberus tool is not
available.

Dit et al. [15] also studied the combination of
di↵erent techniques for automatically mapping con-
cerns. Overall, the results of those studies pointed
out that combination of techniques are more e↵ec-
tive for mapping concerns. They did not study the
e↵ect on code measurement, and their tools are not
available. However, their results match with ours in
the way that XScan implements a hybrid approach
combining two di↵erent techniques (code similarity
and dependency analysis) and that we found XScan
with a slightly better performance than Topic-based
strategy, which only implements text mining.

Figueiredo et al. [48] assessed the accuracy of
concern mappings individually made by 80 devel-
opers and their e↵ect on 12 metrics. However, they
did not analyzed cohesion metrics. Actually, they
analyzed metrics for measuring properties of con-
cerns, rather than metrics for properties of classes
(e.g. coupling or cohesion). Additionally, they did
not applied automatic concern mapping strategies.
Nonetheless, one of their results match with ours.
They found that developers are usually conserva-
tive when mapping concerns, thereby not assigning
concerns to elements that they are uncertain about.
This somehow relates with out experience on build-
ing jEdit manual concern mapping. As we had less
auxiliary artifacts than in Rhino manual mapping,
we probably were more conservative on assigning
concerns to jEdit code elements. At some extent
this may explain why in jEdit, which is a bigger sys-
tem than Rhino, we had fewer concerns and lower
coverage when comparing the manual mappings of
those two systems.
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10. Conclusion

Cohesion measurement is challenging and several
researchers have attempted to address this issue
across decades. Most of them rely on conventional
cohesion metrics which are based on the structural
relatedness among methods and attributes within a
class. However, this approach does not necessarily
capture the degree to which a class is focused on a
single software concern.
With the emergence of concern mapping tech-

niques, researchers have investigated cohesion met-
rics based on abstract information extracted from
source code. The Lack of Concern-based Cohesion
(LCbC) is a simple metric that counts the num-
ber of concerns a software module realizes, and it is
flexible to be used over concern mappings resulted
from applying any concern mapping strategy.
However, little is known about the e↵ect of di↵er-

ent concern mapping strategies on conceptual cohe-
sion measurement. This is the first empirical study
to address this issue. This work presented an em-
pirical assessment which improves knowledge about
how di↵erent automatic concern mapping strategies
a↵ect conceptual cohesion measurement.
We used three di↵erent concern mapping strate-

gies: the manual strategy based on developers’
analysis on source code and other auxiliary artifacts
such as user guide and test cases; and two auto-
matic strategies, one named XScan, which is based
on code similarity and structural dependency, and
another named Topic-based strategy, which applies
text mining. In addition, the study involved two
popular open source systems.
We found that the applied automatic concern

mapping strategies negatively a↵ect conceptual co-
hesion measurement. Thus, they are not ready
to substitute manual mapping in practice, at least
not for cohesion measurement. We also analyzed
the mapping outputs and corresponding concep-
tual cohesion distributions generated from the au-
tomatic mappings. Although XScan leaves many
classes without concerns mapped it is able to iden-
tify classes that stand out for having several con-
cerns. Di↵erently, the Topic-based strategy leads
to fairly uniform LCbC distributions, which means
that classes in a given project have almost the same
number of concerns.
In addition, Topic-based mappings su↵er from

textual noise, that is, meaningless words used in
source code comments and identifiers in order to
represent. For that reason, we recommend to build

a list of project-specific stop words to be pre-
processed together with English stop words when
executing Topic-based strategy.

Also, we found that mapping size in terms of
number of concerns does not imply a more accu-
rate mapping for conceptual cohesion measurement.
Moreover, software engineers or researchers should
question concern mapping strategies that lead to
flat conceptual cohesion distributions. Finally, the
number of source code files covered by identified
concerns is an important feature to be followed but
alone does not lead to an accurate conceptual co-
hesion distribution.

Therefore, our results can be exploited by re-
searchers, practitioners and tool builders in several
ways as explained in Section 7. For future work,
we suggest two possible directions. First, the as-
sessment of other concern mapping strategies us-
ing di↵erent techniques that we could not apply
in this study, such as history-based concern map-
ping and dynamic tracing source code execution.
Second, we recommend improvements on concern
mapping strategies by generating new hybrid ap-
proaches mixing advantages of current techniques
and avoiding their drawbacks. For instance, the
code similarity heuristic of XScan could also con-
sider text mining results such as the ones provided
by LDA, which is used by Topic-based strategy. At
the same time, there is the opportunity to enrich
the list of stop words in Topic-based mapping pre-
processing step by including project specific source
code terms that make textual noise if not filtered
out. There is also the possibility to integrate map-
ping tools in development environments and poten-
tially take the chance to automatically map con-
cerns as the code evolves with minimum interfer-
ence on developers’ activities.
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