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Abstract Duplicate bug report entries in bug trackers have a negative impact on software

maintenance and evolution. This is due, among other factors, to the increased time spent on

report analysis and validation, which in some cases takes over 20 min. Therefore, a

considerable amount of time is lost in duplicate bug report analysis. In order to understand

the possible factors that cause bug report duplication and its impact on software devel-

opment, this paper presents an exploratory study in which bug tracking data from private

and open source projects were analyzed. The results show, for example, that all projects we

investigated had duplicate bug reports and a considerable amount of time was wasted by

this duplication. Furthermore, features such as project lifetime, staff size, and the number

of bug reports do not seem to be significant factors for duplication, while others, such as
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the submitters’ profile and the number of submitters, do seem to influence the bug report

duplication.

Keywords Bug reports � Bug tracker � Bug reports duplication � Exploratory study �
Software configuration management

1 Introduction

Aiming to improve software maintenance and evolution, some organizations use specific

systems to manage, track, and store change requests. These systems are generally called

bug report tracking systems, bug repositories, or just bug trackers (Johnson and Dubois

2003; Serrano and Ciordia 2005). A bug report1 is defined as a software artifact that

describes some defect, enhancement, change request, or an issue in general, which is

submitted to a bug tracker by developers, testers, or even users. Such tracking systems are

useful because software changes can be identified and quickly reported to developers

Anvik et al. (2005). As they are stored in a database, they can serve as important project

documentation, helping in tasks such as change impact analysis, effort estimation (Canfora

and Cerulo 2005; Song et al. 2006; Weiss et al. 2007), software evolution and traceability

(Fischer et al. 2003a, b; D’Ambros and Lanza 2006); Koponen and Lintula 2006).

Despite the benefits, there are some challenges in using bug trackers, such as the

dynamic assignment of bug reports (Anvik et al. 2006; Canfora and Cerulo 2006; Anvik

and Murphy 2007; Jeong et al. 2009), the quality of bug report descriptions (Ko et al. 2006;

Bettenburg et al. 2007, 2008a, b; Castro et al. 2008), and the detection of duplicate bug

reports (Podgurski et al. 2003; Anvik et al. 2005; Hiew 2006; Runeson et al. 2007; Jalbert

and Weimer 2008; Wang et al. 2008; Bettenburg et al. 2008a, b). This work is focused on

the last of these, the bug report duplication problem. This problem is characterized by the

potential submission of two or more bug reports describing the same change request

(issue). The main consequence of this problem is the extra effort necessary to manage these

duplicates. For example, the staff responsible for the search and analysis of bug reports

must spend a considerable amount of time checking whether a given bug report has not

been submitted already. To show the extent of this problem, recent work (Anvik et al.

2005; Runeson et al. 2007) has shown that between 10 and 30% of a bug report repository

is composed of duplicate bug reports.

The impact of duplicate bug reports can be seen in almost all maintenance and evolution

activities. Generally, the maintenance and evolution process involves identifying, reporting

(as bug reports), and verifying the impact of change requests; planning their implemen-

tation (i.e., to determine which release will implement the changes), implementing such

changes and, finally, assembling a new release that includes the changes Sommerville

(2007). Figure 1 gives an idea of the overall maintenance and evolution process.

In the first step, people responsible for identifying change requests must search and

analyze previous bug reports in order to avoid the submission of duplicates. Failure to do

so will burden all subsequent steps with unnecessary rework. The problem is that this is not

uncommon, and many bug report repositories have duplicates in them.

1 In some environments, the term bug report is replaced by change request, request for enhancements,
issue, ticket, or just bug.
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As a consequence of the inevitability of such duplicates in the first place, in practice,

people end up searching for duplicates in almost all steps of the process to ensure that rework

will not be performed. This requires extra time and work. If the duplicates could be avoided at

the first stage, all this time spent on search and analysis could be saved for other tasks.

To circumvent this problem, some organizations maintain a team with a special task of

analyzing incoming bug reports, called CCB (Change Control Board). The CCB analyzes

all incoming bug reports to ensure that no invalid bug reports (such as duplicates) end up

passing through the next steps of the software maintenance and evolution process. How-

ever, even in the presence of a CCB, some duplicates remain unidentified Anvik et al.

(2005). There are many reasons for that, such as lack of attention or experience of the

CCB, poor analysis due to the volume of bug reports submitted per day; inadequate tools

for the search and analysis of bug reports or even the lack of knowledge of the bug reports

repository.

Furthermore, the cost of a duplicate bug report that passes through the entire software

life cycle, without being identified at an early stage, is very hard to measure. Basically, the

cost of the time lost with duplicates is transferred to everyone involved directly or indi-

rectly with the software being developed, including testers, developers, managers, partners,

and even customers.

Although recent work (Anvik et al. 2005; Runeson et al. 2007) has shown that bug

report duplication is a critical problem, we found no answers in the literature to the

following questions: What are the factors that cause the duplication problem and what are

the main consequences of the problem? The answers to these questions would help us to

understand the problem and to propose effective solutions. In this context, this paper

presents an exploratory study (Wohlin et al. 2000) of bug repositories and the bug report

search and analysis activities. The goal is to understand the possible factors that could

cause bug report duplication and its impact on software development. This study is a

continuation of the work presented in (Cavalcanti et al. 2010a, b). Both private and open

source projects were used in the study, and a number of variables from the projects were

analyzed.

The GQM approach (Basili et al. 1986) was taken to define and guide this exploratory

study. The GQM consists of the object of the study, or goal, the questions to be answered,

and the related metrics that must be used to answer the questions in a measurable way. For

some metrics, we derived a baseline from related work and discussions, while others—for

which no previous data were available—were explored in this work in order to establish

baselines for future studies. Additionally, for some metrics, we provided some hypothesis

testing and statistical correlation analysis.

The remainder of this paper is structured as follows: Sect. 2 presents the definition of the

study, in terms of goals, questions, and metrics (GQM); Sect. 3 describes the projects and

data used in the study. In Sect. 4, the data collection process is described, and in Sect. 5, the

Fig. 1 Continuous software maintenance and evolution. Adapted from Sommerville (2007)
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analysis and interpretation of the results are presented. Section 6 presents the threats to the

validity of the study, and Sects. 7, 8, and 9 present some advice to avoid duplicate bug

reports, related work, and conclusion, respectively.

2 Study definition

2.1 Goal

As mentioned previously, this study used the GQM method (Basili et al. 1986). The goal of

this study was to analyze bug repositories and the activities of searching and analyzing bug

reports with the purpose of understanding them with respect to the possible factors that

could have an impact on the duplication problem and their consequences for software

development projects, from the researcher’s point of view, in the context of software

development projects. On the basis of related work, discussion with experts and feeling

about what would be useful to characterize the duplication problem, the following ques-

tions were defined.

2.2 Questions and metrics

Question 1 Do the analyzed projects have an appreciable number of duplicate bug
reports? This is the starting point of this study. Although the literature reports that there is

a considerable amount of bug duplication in most projects, if the projects analyzed in this

study do not have enough duplicate bug reports, the other questions cannot be answered

properly. Thus, we investigated the projects to find out whether they have duplicate bug

reports in their repositories and whether the number of duplicates is large enough to cause

problems. In order to answer this question, the following metric was defined:

M1: percentage of duplicate bug reports in software development projects This can

be measured by analyzing the status of the bug reports in the repository. For example, if

the status of a bug report is defined by the keyword DUPLICATE, then it counts as a

duplicate. According to (Anvik et al. 2005; Runeson et al. 2007), we can expect that

20% of bug reports in bug repositories are duplicates, on average.

Question 2 Is the submitters’ productivity being affected by the bug report duplication
problem? As mentioned before, duplicate bug reports have side effects, such as extra time

for analysis. In this context, the productivity is measured in terms of time needed to

perform bug tracking activities, such as search and analysis of bug reports. Three metrics

were used to understand this question:

M2: time spent in searching and analyzing bug reports before opening a new bug
report This time is measured in minutes and is counted from the moment a submitter

begins to investigate a bug report until he/she decides whether it is new or duplicate. On

the basis of informal interviews with submitters from C.E.S.A.R.2, our private company

partner, we expect values higher than 10 min for this metric. However, we must consider

such values as potentially biased, since they were not empirically measured;

M3: ratio between the average time to resolve duplicate bug reports and average
time to resolve valid bug reports For example, if valid bug reports take x days on

2 Recife center for advanced studies and systems. http://www.cesar.org.br.

42 Software Qual J (2013) 21:39–66

123

http://www.cesar.org.br


average to be resolved, then we want to know the percentage of x that is necessary to

solve duplicate bug reports. A duplicate bug report is considered solved when it is

identified as duplicate and its state on the bug tracker state machine becomes CLOSED.

Thus, to calculate M3, we first divide it into two sub-metrics: (M3
0) the average time (in

days) to resolve duplicates; and (M3
00) the average time (in days) to resolve valid bug

reports. Then, we calculate the ratio M3 = M3
0/M3

00. To compute such averages (M3
0 and

M3
00), we investigated the lifetime of each bug report. We did not find any previous data

to serve as a baseline for this metric;

M4: average frequency of bug reports per day. This is the average number of bug

reports that are submitted per day to the projects’ repositories. This measure is

calculated by dividing the number of bug reports by the total number of days that include

them. Using this metric together with metric M2, we can analyze how much time is being

spent per day on search and analysis of bug reports. We did not find any previous data to

serve as a baseline for this metric;

Question 3 How are the relationships between master bug reports and duplicate bug
reports characterized? Here, we consider three types of bug report in a bug repository

(Bettenburg et al. 2008a, b): (a) unique bug report, (b) master bug report, and

(c) duplicate bug report. A report is classified as unique if it is the only one to describe

an issue. If a set of reports describes the same issue, the first entry will be declared the

master bug report and the others defined as duplicate bug reports. The process of

binding masters to their respective duplicates is called bug report grouping. It is

important to know how the groups are characterized, because this can guide us in

choosing adequate techniques to solve the bug report duplication problem. For example,

if there are only a few bug report groups, machine learning techniques may not be

appropriate to tackle the duplication problem, because there are insufficient data to train

the algorithm.

M5: distribution of grouping types We counted two types of grouping: (M5
0) master

bug reports that have only one duplicate bug report, known as one–one relationships, and

(M5
00) master bug reports that have more than one duplicate bug report, known as one–

many relationships. We could define more levels of relationship, but we believe that

these two are sufficient for our analysis.

Question 4 Is there a common vocabulary for bug report descriptions? The answer to

this question is important because it is believed that a controlled vocabulary could help to

prevent duplicate bug reports (Lancaster 1986). For example, with a well-defined vocab-

ulary, the submitters could perform a better search using keywords closer to those present

in the new bug report. A controlled vocabulary, in this case, could be a document template

that guides the description of bug reports.

M6: percentage of common words shared in a bug report group that relates to the
same issue In order to gather relevant results, this metric does not count English

language stop words3. We analyzed only summary and long description fields of the bug

3 Stop words are words that do not improve the searches in information retrieval systems. Examples of stop
words are the, of, should, themselves, etc. A comprehensive list of common stop words can be found in:
http://www.ranks.nl/resources/stopwords.html.
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reports. However, it is important to highlight that this metric holds a threat to validity: if

there are a few large groups of bug reports related to the same issue, sharing many

common words, the overall value would increase. As a result, a high percentage of

shared words would appear, even if most groups in the repository did not share a

common vocabulary. No previous data were found to serve as a baseline for this metric;

Question 5 Does the type of a bug report influence the number of duplicates? There are

two main types of bug report: enhancements and defects. Enhancements are normally

requests made by users and developers who want new or improved features on some

product. Defects are errors or malfunctions reported by users and normally need to be

corrected as soon as possible. Intuitively, it may be argued that defects have more

duplicates, because it is more likely that two users will notice the same defect—and report

it—than that the same enhancement potential is perceived and requested simultaneously by

two different users. Such a difference would mean that defect bug reports require a more

careful analysis than enhancement reports, for example.

M7: Duplication ratio = duplicate bug reports/total bug reports For each bug report

type—enhancement and defect—we calculated the ratio of the number of duplicates to

total bug reports. If this ratio is larger for defects, then defects cause more duplicates

than enhancements.

Question 6 What factors can have an impact on the bug report duplication problem? For

the chosen projects, we adopted six variables that we believe could be factors for dupli-

cation or, at least, have some indirect relation to it. These variables are as follows:

Staff size This variable is related to the number of people involved in project devel-

opment. We assumed the number of developers to be equal to the number of people

assigned to resolve a bug report. Related work (Anvik et al. 2005) had shown that projects

with a large staff had many duplicates, so we wanted to find out whether this was also true

for projects with a small staff;

Number of submitters This the number of people who submitted bug reports in the

period we collected the data. As in (Anvik et al. 2005), the analyzed projects had many

submitters, but we would like to know whether duplicates are also present in projects with

few submitters;

Software size This variable is related to the number of lines of code (LOC) that a

software project had at the time of data collection. Comments and blank lines were dis-

carded. The values for this variable were obtained through the site http://www.ohloh.net.

We believe that the number of LOC can influence the number of errors and, consequently,

more bug reports would be submitted, increasing the chances of duplication;

Software lifetime The is the amount of time a software project has been in development,

measured in years. We computed the lifetime of a project from the first bug report sub-

mission. Anvik et al. (2005) analyzed projects of 7 and 9 years, but we had to analyze

projects with a range of lifetimes, to dinf out if it is a factor for bug report duplication;

Bug repository size This variable is related to the number of bug reports a project has in

its bug repository. With this variable, we can analyze whether or not large bug repositories

are more susceptible than small ones to the submission of duplicates. In Anvik et al.

(2005), the bug repositories had a large number of bug reports, but we wanted to know

whether duplicates are also present in small bug repositories. By large repositories, we

mean those in the range of tens of thousands of bug reports;
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Submitters’ profile It is important to know what type of submitter profile is more

susceptible to submitting duplicate bug reports. The values for this variable are sporadic
(S), average (A), and frequent (F). Sporadic is a reporter who submitted at most 10 bug

reports in the analyzed period, average is a person who submitted between 10 and 30 bug

reports in the period, and frequent is a person who submitted more than 30 bug reports in

the period. These values are not exact and can vary depending on the overall number of

submitters and users. Furthermore, we did not find any previous work that could support us

in defining such values.

3 Projects and data selection

To conduct this study, we considered projects from open source organizations and from

one private organization. Six companies were contacted, but only one had data we could

use in our study. In the other companies, the bug reports were not described directly by

users, but reported by people from a call center responsible for handling customer requests.

Eight open source projects were chosen. For the private project, we chose bug reports

from a project being developed at C.E.S.A.R. Regarding the open source projects, we

collected all bug reports until the end of June 2008. For the private project, we collected all

the bug reports from November 2006 to March 2008, which includes the entire life cycle

for this project. More details about each project are presented in Table 1. Information

about each open source project can easily be found in the web.

We tried to cover a range of usage characteristics when choosing these open source

projects. We selected some projects focused on end users, such as Firefox, Evolution,

Thunderbird, and Epiphany, each one with a different number of users. We also selected

projects that are used both by end users and developers, such as Bugzilla. Finally, projects

that are used only by developers, such as Eclipse, GCC, and Tomcat were also included in

the study.

Bugzilla Bugzilla (http://www.mozilla.org) is a software application for bug report

tracking. These projects are hosted by Mozilla Foundation.

Eclipse Eclipse (http://www.eclipse.org) is an open development platform that supports

C, PHP, Java, Python, and other languages.

Epiphany This is the official web browser for, and hosted by, the Gnome desktop

(http://www.gnome.org).

Table 1 Characteristics of projects

Project Domain Code size (LOC) Staff size Bugs Lifetime

Bugzilla Bug tracker 55 K 340 12,829 14

Eclipse IDE 6.5 M 352 130,095 7

Epiphany Browser 100 K 19 10,683 6

Evolution E-mail client 1 M 156 72,646 11

Firefox Browser 80 K 514 60,233 9

GCC Compiler 4.2 M 285 35,797 9

Thunderbird E-mail client 310 K 192 19,204 8

Tomcat Application server 200 K 57 8,293 8

Private project Mobile application 2 M 21 7,955 2
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Evolution Evolution is a desktop e-mail client. It provides integrated e-mail, address

book, and calendar features to the users of the Gnome desktop. It is also hosted by

Gnome.

Firefox Firefox is a popular web browser that runs on a variety of platforms (Windows,

Linux, Mac etc). Firefox is also hosted by Mozilla.

GCC GCC (http://www.gcc.gnu.org) is a collection of compilers, including front ends

for C, C??, Objective C, Fortran, Ada, and Java.

Thunderbird. It is a cross-platform desktop e-mail client hosted and developed by

Mozilla Foundation.

Tomcat. Apache Tomcat (http://www.apache.org) is an implementation of the Java

Servlet and JavaServer Pages technologies, developed by the Apache Foundation.

Private project. This is a private project being developed at C.E.S.A.R., which involves

the development of applications for mobile devices. It is also a test center for this type of

application. We chose this project because it was the biggest project that we had full

access to.

4 Study execution

This study was performed at C.E.S.A.R. over 2 months. At the beginning of the study,

some meetings were held with project managers and stakeholders from the private project.

During these meetings, we had discussions about the bug report duplication problem, to

understand how it was affecting the projects and how to mitigate it. These meetings gave

us insights about how to approach the problem. In addition, we defined a set of instru-

mentation assets to be used in the study, such as scripts, time sheets, and questionnaires.

These instruments are described as follows:

Scripts Python scripts were built to read the bug reports in XML format from each

project. From these scripts, which are detailed later, we were able to obtain the values for

metrics M1, M3–M7. From these scripts, we also identified the 20 most active submitters

from the analyzed projects. To do this, we counted the bug reports submitted by each one

of them. We also used R-project4 scripts to provide the hypothesis testing and correlation

analysis. Metric M2 was collected with time sheets and a questionnaire, which are

explained next.

Time sheets Time sheets were used to collect the time employed by the staff of the

private project to open bug reports (metric M2). A total of four people filled out the time

sheets during a period of 2 weeks. The time sheets were applied only to this project

because we had access to it and could monitor this activity. For other projects, this

information was gathered through a questionnaire, as described next.

Questionnaire The questionnaire was sent to the 20 most active submitters from each

project. We tried to make the questionnaire as simple as possible. It asked about the time

spent to search and analyze bug reports and whether any techniques were used to avoid

duplicates.

In total, the questionnaire was sent by e-mail to 180 submitters, with a 2-weeks deadline

for answer. Of these e-mails, 24 could not be delivered to the recipients and 141 did not

respond to the questionnaire in time. Only 17 developers, from 7 projects, replied to the

questionnaire: 1 person from Bugzilla; 1 from Evolution, 4 from Epiphany, 3 from Firefox,

4 http://www.r-project.org/.
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2 from GCC, 2 from Thunderbird, and 4 from the private project. This low number of

answers is further discussed in the Threats to Validity section.

The submitters had between 2 and 8 years of experience in the project in which they

participated. Moreover, 14 submitters said they spent from 5–10 min searching for bug

reports, and only 3 submitters chose the answer 10–15 min. For the private project, this

time was collected from the time sheets and fell between 20 and 30 min. As mentioned

before, such numbers for open source projects can be very biased when the values are

obtained through a questionnaire. Answers would be more precise if we could use time

sheets as we did for the private project.

Thus, people in the private project spend more time searching than those in the other

projects. This is probably because it is a project dedicated to testing, and testers are

assessed and advised to try their best to avoid duplicate submissions. Furthermore, the

testers are hired to perform such work.

Regarding the techniques used to avoid duplicates, although the projects do not have

automatic techniques for detecting duplicates, some warnings and guidelines are shown in

bug trackers to inform the submitter about the duplication problem. Some bug trackers also

show a list of most submitted bug reports in order to minimize their resubmission.

4.1 Hypothesis testing and correlations

For some metrics, we performed only descriptive statistics to analyze the data, while for

other metrics, where the amount of collected data was considerable, we tested some

hypotheses and correlations between variables that would be useful to understand the

problem. For the latter analysis, we used bootstrap techniques Efron and Tibshirani

(1993).

Bootstrap techniques are used when the problem being addressed cannot be solved by

classical methods or when the conditions for applying such methods are not valid. The idea

behind the bootstrap is to use new random samples of the initial observations to provide

more fine-grained statistical inference. In other words, we selected new samples by ran-

domizing the initial set of observations. Under certain regularity conditions, the theory

shows that the distribution of the parameter sequence obtained converges to the actual

distribution of the parameters.

After obtaining the bootstrap samples, we carried out the Kolmogorov–Smirnov

adherence test that checks the normality of the sample distribution. After performing the

Kolmogorov–Smirnov test, we applied Student’s t test. We used 5,000 samples by

resampling the initial observation sample using the bootstrap techniques.

The material used in this study can be accessed through the site

http://www.cin.ufpe.br/ycc/bug-analysis. This URL also contains the set of bug reports

used in this study, as well as the queries used to extract them from the repositories. We did

not publish the data from the private project for reasons of confidentiality.

4.2 Data gathering

Bug reports in XML format The bug reports from each project were exported from their

bug trackers in XML format. This was possible since the bug trackers used in these projects

provide this feature. The following listing shows an example of a bug report exported from

Bugzilla in XML format. Some fields were removed for the sake of simplicity.
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\bugzilla[
\bug[

\bug_id[391316\/bug_id[
\creation_ts[2007-08-07 20:23 PST\/creation_ts[
\short_desc[Add FTP support to /short_desc[
\delta_ts[2007-08-07 20:23:16 PST\/delta_ts[

\!–other fields could come here –[

\reporter[rflint@mozilla.com\/reporter[
\assigned_to[rflint@mozilla.com\/assigned_to[
\qa_contact[microsummaries@firefox.bugs\/qa_contact[
\long_desc isprivate=‘‘0’’[

\who[rflint@mozilla.com\/who[
\bug_when[2007-08-07 20:23:16 PST\/bug_when[
\thetext[\/thetext[

\/long_desc[
\/bug[

\/bugzilla[

5 Analysis and interpretation

This section analyzes the questions defined in Sect. 2, according to the metrics obtained

from each project. It also presents a descriptive analysis of the data.

Question 1 Do the analyzed projects have an appreciable number of duplicate bug
reports?

The values for M1 in Fig. 2 show a high percentage of duplicates for eight projects. The

exception was the Tomcat project. Only three projects were below than expected (Eclipse,

Tomcat, and GCC). However, the overall average of duplicates exceeded our expectations

in 8.1%.

Hypothesis testing The null hypothesis is that the duplication rate is less or equal than

20%, while the alternative hypothesis is that it is more than 20%. The average duplication

of the original sample is 28.71% and the bootstrap sample is 28.73% (median 28.62%).

Applying a 99% confidence interval, we have a lower limit of 18.28% and an upper limit of

38.95%, as illustrated in the histogram of Fig. 3. Moreover, the Kolmogorov–Smirnov test

Fig. 2 M1: percentage of duplicate bug reports for each project
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indicated a P value of 0.9283, which means that the sample follows the normal

distribution.

The Student’s t test indicated a P value of 2.2e-16, which rejects the null hypothesis.

Thus, we considered that the number of duplicates was appreciable, and therefore, we

could continue our study. The results are summarized in Table 2.

Question 2 Is the submitters’ productivity being affected by the bug report duplication
problem?

To answer this question, we analyzed metrics M2, M3 (Fig. 4), and M4 (Table 5). Every

person who answered our questionnaire stated that they were concerned with duplicates

and that they performed search and analysis before submitting a bug report. For metric M2,

people from five projects stated that they spent 5–15 min with search and analysis, while

people from one project stated that they spent 5–10 and 20–30 min in another. We had no

answers for the other two projects.

Figure 5 According to metric M2, the average search time was 12.5 min (this value was

computed using the individual responses from reporters). Metric M4 shows an average of

231.5 bug reports submitted per day.

Fig. 3 Bootstrap histogram for duplication

Table 2 Hypothesis testing with
bootstrap for duplication

Original sample average 28.71

Bootstrap sample average 28.72 SE = 4.11

Confidence interval 99%

Lower limit 18.12

Upper limit 38.41

Kolmogorov–Smirnov P value
\2.2e-16

0.9283 (a normal
distribution)

Stundent’s t Pvalue
\2.2e-16

Null hypothesis rejected
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If we assume that the people who answered the questionnaire are those responsible for

most bug report submissions, we have an approximate average of 48 man-h5 that must be

spent per day in the search for duplicates. If we could reduce this time in half, for example

using some techniques to suggest similar bug reports, we would save &24 man-h per day,

which is considerable.

Another important point can be drawn after an analysis of M3: duplicates are resolved

using half the time needed to resolve a valid bug report, on average. Thus, the reduction in

the number of duplicate bug reports that are inserted into a repository would save valuable

time, which could be used to resolve valid bug reports. For example, for every two

duplicates avoided, a valid bug report could be resolved. However, it is important to note

that we are considering the time to resolve a bug report to be the elapsed time it takes to be

closed, that is, when its classification changes to CLOSED in the bug tracker. An analysis

of the time spent with each individual bug report is required to determine the actual effort

required for analysis.

Hypothesis testing Our null hypothesis for this question is that the average time for bug

report analysis is less than or equal 10 min, while the alternative hypothesis is that it is

more than 10 min. Thus, we performed the same calculation presented in Question 1 for

hypothesis testing and summarized it in Table 3. As it can be observed, the null hypothesis

was rejected.

Only these values for descriptive statistics and hypothesis testing are enough to dem-

onstrate how the bug report duplication problem can affect productivity, which is the goal

of Question 2. However, these are too simplistic, because bug report search and analysis

Fig. 4 M3: ratio of the average time to resolve duplicate bug reports to the average time to resolve valid bug
reports

Fig. 5 M4: average frequency of bug reports per day

5 This number was calculated by multiplying the average of bug reports per day by the average time spent
with search and analysis of bug reports: (231.5 bugs 9 12.5 min)/60–48 man-h.
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are just the tip of the iceberg. There are many tasks spread over the entire software life

cycle that are influenced by the problem. Further analysis is needed to measure the full

impact of duplicates.

Question 3 How are the relationships between master bug reports and duplicate bug
reports characterized?

Before we analyze this question, it is necessary to detail some particularities of bug

report groups. As described by Bettenburg et al. (2008), when a duplicate is identified, it is

marked with the DUPLICATE resolution tag and the ID of the master bug report is

recorded. This process of identifying duplicates generates groups of bug reports, where

each group is concerned with a specific problem. In other words, each group has a master

bug report and a set of duplicates related to it. We refer to such groups as duplicate groups.

For the purposes of this study, there are two types of bug report group: (M5
0) one–one, a

master bug report with a single duplicate; or (M5
00) one–many, a master bug report with

multiple duplicates.

As the bug report database grows, it is natural for people to start to forget which master

bug report ID should be selected for a new duplicate report, generating what we call false
segregation of duplicate groups. The false segregation of duplicate groups is characterized

by the existence of different duplicate groups related to the same issue.

The false segregation of duplicate groups leads to information loss, since the complete

set of information is spread over different groups. It also makes the identification of new

duplicates more difficult. Thus, in order to analyze Question 3, we should first unify these

false segregated duplicate groups.

The unification of such groups is also the subject of another study Bettenburg et al.

(2008a, b). However, in Bettenburg et al. (2008a, b), the master bug report was defined by

the developers. In our approach, we decided to elect the earliest bug report as master,

because we verified that these are the bug reports with more comments and are probably

the most important of the group.

In order to unify the false segregated duplicate groups, we followed two steps: (a) we

first identified all duplicate groups, and next (b), we unified all common groups. To

perform the first step, we used fields bug_id and dup_id present in the XML files to create

dictionary structures where the key is the master bug report and the values are the

duplicates. At the end of this step, we obtained a collection of dictionary structures like the

one shown in Table 4.

As it can be seen in dictionary structures from Table 4, bug report Bug 34423 is present

in two groups, 1 and 2. Thus, these groups are related to the same issue and should be

merged to become a single group. The result of the merge is shown in Table 5. Note that

Table 3 Hypothesis testing with bootstrap for analysis time

Original sample average 13.88

Bootstrap sample average 13.89 SE = 2.29

Confidence interval 99%

Lower limit 8.88

Upper limit 20

Kolmogorov–Smirnov P value \2.2e-16 0.0657 (a normal distribution)

Stundent’s t P value \2.2e-16 Null hypothesis rejected

Software Qual J (2013) 21:39–66 51

123



the other two bug reports (Bug 49812 and 54329) from old group 2 were moved to group 1.

The same happens in many duplicate groups. The second step is responsible for unifying

the duplicate groups related to the same issue, thus performing the unification of the false

segregated duplicate groups. When all duplicate groups are unified, the earliest bug report

of each group is defined as its master and the others become its duplicates.

Repositories with most groups classified as one–many may take advantage of tech-

niques such as clustering or machine learning, as presented in Hiew (2006). These tech-

niques work well when there is enough data to allow proper learning. For example, if we

apply a machine learning algorithm to recommend possible duplicates when a reporter tries

to open a new bug report, first this algorithm must look into all existing bug reports in order

to extract some patterns. Only then it can recommend bug reports that match the pattern of

the new one. Thus, if there are many bug report groups, there are better chances that the

algorithm extracts relevant patterns and then correctly classifies incoming bug reports as

duplicates.

As Fig. 6 shows, all studied projects have more than 60% of bug report groups char-

acterized as one–one. As mentioned before, machine learning and clustering techniques are

not adequate in this case. This suggests the need for techniques that work with repositories

where one–one relationships predominate.

Table 5 Dictionary structures
after merge

# Key (master bug reports) Vaues (duplicate bugreports)

1 Bug 34423 Bug 43454, 87849, 756394,
843974, 49812, 54329

2 Bug 98986 Bug 36748, 4785937, 563849, 121234

3 Bug 88986 Bug 237484

Fig. 6 Characterization of bug report groups

Table 4 Initial dictionary
structures

No. Key (master bug reports) Values (duplicate bugreports)

1 Bug 34423 Bug 43454, 87849, 756394, 843974

2 Bug 49812 Bug 34423, 54329

3 Bug 98986 Bug 36748, 4785937,
563849, 121234

4 Bug 88986 Bug 237484
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Hypothesis testing We also did not provide hypothesis testing for this metric, because

we did not have a baseline from which we could determine the null hypothesis.

Question 4 Is there a common vocabulary for bug report descriptions?

We analyzed the descriptions of the bug reports from Eclipse, Firefox, and the private

project. We were unable to examine the other projects’ descriptions because their duplicate

bug reports did not specify their masters, and therefore, the groups could not be identified.

As can be seen in Fig. 7, the open source projects did not have a considerable difference for

metric M6, while the bug reports from the private project share more common words than

the others. However, we do not have a baseline value for this metric to determine whether

these values are low or high.

We believe that the value for the private project was higher because its environment was

more restricted and controlled due to the reduced staff size and number of submitters. In

contrast, in the more uncontrolled environments of the distributed open source projects,

any user can submit a bug report, and thus it seems natural that a wider variety of words

was used to describe a single issue. Also, the bug reports in the private project are

described using a template. This suggests that in open source projects, it may be a good

idea to restrict the vocabulary in the bug report repository somehow.

It is important to observe that some threats involving our algorithms can influence these

results. For example, we did not filter stack traces or source code present in the bug

trackers. These kinds of information can increase the number of common words shared

among bug reports. Another issue is that some of the bug reports can be present in the

wrong groups if their master bug report was incorrectly specified during the analysis.

Hypothesis testing We did not provide hypothesis testing for this metric because we

did not have an expected value from which we could determine the null hypothesis.

Fig. 7 M6: percentage of
common words shared in a bug
report group

Fig. 8 Absolute duplication ratio

Software Qual J (2013) 21:39–66 53

123



Question 5 Does the type of a bug report influence the number of duplicates?

For each bug report type, we may conclude that there are much more defect duplicates

than enhancement duplicates, as shows Fig. 8.

However, an analysis of the distribution of the bug report types showed that more than

87% of the bug reports are related to defects. Thus, it is natural that there are more defect

duplicates in the repository. We needed to know whether this difference also shows up

when we calculate the relative percentage of duplicate bug reports for each bug report type.

Figure 9 shows the relative duplication ratio for defects and enhancements, and their

difference in terms of percentages, for each open source project. We did not compute it for

the private project because all its bug reports are about defects.

As we can see, the ratios are distributed without major differences among the projects.

Some projects have relatively more duplicate defect reports than duplicate enhancement

requests, while in other projects, the opposite is observed. The mean of the sum of all

differences is 3.23%, which indicates that duplicate bug reports for defects are slightly

more frequent than duplicate bug reports for enhancements. But such a small value is not

enough to conclude that duplication is influenced by the bug report type. It seems more

likely that the duplication problem does not depend on the bug report type.

Question 6 What factors can have an impact on the bug report duplication problem?

Number of submitters and staff size Figure 10 shows the relationship between the

quantity of duplicates, number of submitters, and staff size. Each chart shows the situation

of a specific project. In some graphics, the time does not match the total lifetime of the

project, because we considered, in that case, the year the first duplicate bug report was

submitted.

Most projects have a similar tendency regarding the number of submitters and dupli-

cates: the number of duplicates tend to increase together with the number of submitters, but

it tends to decrease faster. One explanation is that, as time passes, the people involved in

the projects get a more uniform vision of the bug repository, with greater knowledge of bug

reports that have already been submitted. Data from Firefox and Epiphany projects

exemplify this behavior, with a fall in the number of duplicates without a significant

decrease in the number of submitters.

Another interesting observation is that there seems to be a considerable increase in the

number of duplicates during the first year of the projects. This could be due to the fact that

the first year of the project often coincides with the first release available to users and

testers, which is when bug reports start being submitted. For example, the Bugzilla project

Fig. 9 Duplication ratio
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has 14 years of lifetime, but the first duplicate bug report appeared only in 1998 when the

first release was made available to users (version 2.0). The same also seems to happen for

major changes and new releases, like years 2006 and 2007 for the Evolution project.

The staff size did not change considerably in almost all projects. It also does not seem to

have a direct relationship with the number of duplicates. In contrast, the number of

Fig. 10 Duplication versus staff size versus submitters. Data reduced using log 10 due to the large range of
values
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developers seems to be connected with the number of submitters. We also observed that an

average of 76% of the developers (per project) are also bug report submitters. From these

76%, an average of 13 submitters are among the 20 most active. So, when there is a drop in

the number of developers, there is also a drop in the number of submitters.

Software size According to Fig. 11, there is no noticeable pattern that leads us to

conclude that there is some relationship between the number of LOC and the number of

duplicates. For example, the Eclipse project has the greatest number of LOC, but is the

third project with less duplicate bug reports. In another example, the Tomcat project has a

number of LOC similar to the Thunderbird project, but the difference in the number of

duplicates is about 40%.

Software lifetime As shown in Fig. 12, we observed that the lifetime is not a factor for

the duplication problem. Projects with longer lifetimes do not necessarily have more

duplicate bug reports than projects with shorter lifetimes. The Thunderbird and Tomcat

projects are good examples: both have similar lifetimes, but differ sharply on the number

of duplicates. Another example is the Bugzilla and the private project: the former is

12 years older than the latter, but it has about 10% less duplicates.

Bug repository size The number of bug reports in the repository is not a causing factor

fo the duplication problem, as shown in Fig. 13. This observation contradicts our initial

thoughts. We believed that the larger the bug report repository, the more difficult it is to

find similar bug reports. However, we must take into account that as the number of bug

reports increases, the knowledge of the submitters on the repository also increases, which

balances the repository growth factor.

Submitter profile Figure 14 shows the contribution of each type of submitter to the

number of duplicates in each project. As it can be seen, most of the duplicate bug reports

Fig. 11 Duplication and LOC. The x-axis is ordered from the smaller number of LOC to the biggest

Fig. 12 Duplication and lifetime

56 Software Qual J (2013) 21:39–66

123



are submitted by sporadic submitters, followed by average and frequent submitters. The

average and frequent submitters contribute very little to the duplication problem, because

they are more experienced in the project, with good knowledge of the repository.

We noticed that sporadic submitters are more prone to submit duplicate bug reports.

One possible explanation could be the fact that they probably have insufficient knowledge

of the project and its bug repository, or they are not aware of the duplication problem.

Often, these people also have no experience with bug report tracking systems and are not

aware that a thorough search must be carried out prior to submission. Moreover, according

to our analysis, most sporadic submitters are responsible for at most 1 or 2 bug reports

during the entire lifetime of the project.

Correlation analysis In this section, we describe the correlation analysis carried out in

order to determine whether the characteristics of the software projects discussed so far are

statistically related to the bug duplication problem. We used Pearson correlation to per-

form the calculations. Table 6 summarizes the results.

Except for software size, the correlation analysis is in agreement with the discussion we

presented for each characteristic investigated in Question 6. In particular, the submitter

profile, specially sporadic submitters, which was identified as the most influent factor to the

duplication problem, had a strong correlation according to our analysis.

5.1 Main findings of the study

This study was conducted with the goal of understanding which characteristics of software

projects can be factors for bug report duplication. We also wanted to know whether the

Fig. 13 Duplication and repository size

Fig. 14 The duplication percentage according to each submitter profile
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problem actually exists in the examined projects and where its impact on development

would be perceived. The main findings of this study were as follows:

(a) All analyzed projects have duplicate bug reports in their repositories, and thus we

consider that they are being affected by the duplication problem. Some projects are

less affected than others, but in general, all of them are affected;

(b) The submitter productivity in the analyzed projects is being affected by the bug

reports duplication problem. According to the estimate of this study (taking into

account all projects), almost 48 man-h are necessary each day to do search and

analysis of bug reports, due to duplication in bug repositories;

(c) Generally, the submitters do not use a common vocabulary to describe the content of

bug reports. This makes it more difficult to identify duplicates. Moreover, none of the

projects have explicitly defined a vocabulary to control bug report descriptions. On

the other hand, the private project was the only one to use a template to describe the

reports, having also more shared words. This indicates that a template could be used

to increase the number of shared words, consequently facilitating the identification of

duplicates;

(d) We observed that submitters from the private project are more likely to submit reports

using a common vocabulary than submitters from open source projects;

(e) For the three projects where bug report grouping was analyzed, more than 80% of the

groups were composed by one–one relationships. If this same behavior is observed in

other projects, we may conclude that clustering and machine learning techniques may

not be applicable to identify duplicates;

(f) The bug report duplication problem can occur independently of the type of bug

reports that are being submitted (defect or enhancement);

(g) Software size seems to be a weak/moderate factor for the duplication problem,

although we could not identify such influence before we performed a correlation

analysis;

(h) The size of the repository does not seem to be a factor for duplication;

(i) Project lifetime does not seem to be a factor for duplication;

(j) Staff size does not seem to be a factor for duplication;

(k) The number of submitters seems to have a moderate influence on the duplication

problem; and

(l) The profile of the submitters is a determining factor for the submission of duplicates.

In particular, sporadic submitters seem to be more likely to submit duplicate bug

reports.

Table 6 Analysis of correlations
for the characteristics of the
studied projects

Correlation P value Intensity

Number of submitters versus duplication 0.51 Moderate

Staff size versus duplication 0.09 Weak

Software size versus duplication 0.35 Weak/moderate

Software lifetime versus duplication 0.06 Weak

Bug repository size versus duplication 0.04 Weak

Sporadic submitters versus duplication 0.84 Strong

Average submitters versus duplication 0.60 Moderate

Frequent submitters versus duplication 0.43 Weak

58 Software Qual J (2013) 21:39–66

123



6 Threats to validity

Envisioning a possible replication of this study and the generalization of the results, we

have identified the following threats to validity:

Gathering information from reporters We had difficulties to gather information from

open source developers. We selected 180 developers to send the questionnaire, but we

received only 17 responses. Such a small number of responses is a threat to the validity of

this study.

There could be many reasons for this low number of replies, such as invalid e-mails,

lack of interest, or even the fact that people create an e-mail just to have access to the

repository system and never actually read it. Thus, alternative methods for gathering such

information must be developed.

Furthermore, the way the time spent on search and analysis of bug reports was collected

can be very biased, because it was self-reported.

Bug trackers In our study, we analyzed bug reports from two different bug trackers, but

one of them is an internal tool from the private project, without public access. Hence,

projects using other types of bug trackers should be included in the analysis.

Statistical analysis mechanisms Since this is an initial characterization study about the

duplication problem, we used descriptive statistics for all metrics and hypothesis testing

and correlation analysis for some of them. However, we believe that this study is now a

starting point for others. New approaches should formalize and test new hypotheses based

on our initial results.

For a future study, it could be interesting to collect data from more projects and group

them into categories such as projects with highly skilled people, projects with small,

medium, and high number of end users (and developers), and so on. An analysis and

interpretation could be based on such groups to draw more interesting conclusions.

Negative results We investigated some aspects of the projects that could be possible

causes for the duplication problem, but most of them were not confirmed. However, these

should not be discarded immediately. More in-depth analysis of the negative results must

be provided to increase the validity of the conclusion.

Projects population We analyzed eight open source projects and one private project. The

open source projects are quite representative of the population of that type of project, which

allows us to generalize the results to the rest of the population with a good degree of confidence.

On the other hand, our analysis of just one private project does not allow us to gen-

eralize the results for that type of projects. However, from our experience and discussions

with practitioners from our partner company, we believe that private projects that have

similar characteristics (i.e., LOC, submitters, test center) are also being similarly affected

by the bug report duplication problem.

Correlation versus causation We must not confound correlation with causation. The

possible correlations identified in this study do not necessary mean a relationship of cause.

The causes can be external factors that were not addressed in this work, thus further

investigation must be performed.

7 Advice to avoid duplicate bug reports

The findings of this study can help to establish some actions in order to improve the current

practice on identification of duplicates. So, we listed below some advice that could be

helpful:
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Be sure to look at the submitter profile before analyzing a bug report As we could

understand from the results of the study, sporadic submitters seem to be more prone to

submit duplicates. Thus, we suggest that some mechanisms be implemented to analyze the

profile of the submitter, so the staff responsible for analyzing incoming bug reports can

decide whether to give more or less attention to a bug report.

One way to achieve the prediction of a profile is to look at how many bug reports a

given person has submitted before. Another way is to check when the submitter last signed

up into the bug repository. The bug repository administrator should decide which is better

for his/her project.

Control the vocabulary and increase the number of fields in the bug report form If

similar bug reports are described with different words, the identification of duplicates is

more difficult. So, in that context, using a controlled vocabulary may be a way to avoid

duplicates. This could be done by defining classes of words that a submitter could use to

describe a bug report, as well as to divide the fields of a bug report so that more detailed

information can be entered. For example, putting a specific field for execution information

traceback (Ko et al. 2006; Wang et al. 2008) would facilitate the use of techniques to find

duplicate entries based on such type of information.

Improve the search algorithms One of the best ways to reduce the number of

duplicates is to improve the search algorithms. We believe that this is a key point for future

research in this field. In this context, in an initial study, we have identified that bug reports

with a high number of comments are also the ones for which more duplicates will be

submitted. This is intuitive, because the most commented bug reports are those describing

issues people are facing more frequently.

We have implemented a search engine that uses the number of comments to influence

the search results. Initial tests indicate that such approach really seems to improve the

identification of duplicates. This solution is simple to implement in the existing tools, since

most of them provide a plug-in-based architecture.

The launchpad6 tool, which has an integrated bug tracker, has recently implemented this

feature. However, further empirical studies must be conducted to yield more precise results

about this technique.

We understand that by reducing the number of duplicates, the time to search and

analyze bug reports—which is the key point of the problem—will not necessarily be

reduced too. However, it could help to avoid rework in other steps of the software

maintenance and evolution process.

Improving the bug report analysis method The most common way to perform

analysis of bug reports in order to avoid duplicates is to look at the reports one by one,

browsing the entire repository. This is clearly a hard and time consuming work and not so

efficient as we can see in the results of our observations. Thus, one way to improve the

detection of duplicates is by improving the way in which bug reports are analyzed.

The Mozilla7 projects have tried to improve the detection of duplicates by showing the

all time top 100 bug reports, as an alternative to manual analysis. In this way, before

submitting a new bug report, the submitter should look at this list—which is the list with

most frequently submitted issues—in order to reduce the probability of submitting a

duplicate without having to browse the entire repository.

Another way to improve bug report analysis is by using computational techniques. For

example, we believe that information visualization techniques (Card et al. 1999) could

6 https://www.launchpad.net.
7 http://www.mozilla.org/.
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have a positive influence on this activity. One way to use such techniques would be to mix

search and merging algorithms with graphical visualization, in such a way that the sub-

mitter could visualize multiple similar bug reports at the same time and decide whether a

bug report is a duplicate or not. Our initial results with these techniques, presented in da

Cunha et al. (2010), indicate that this is viable.

Education Finally, since sporadic submitters are the ones causing most duplication, we

could be facing an education problem. Maybe these submitters, not being as experienced as

the most frequent ones, are not completely aware of how problematic a duplicate bug report is,

nor its consequences. A submission tutorial, video, or document would be a simple and

relatively inexpensive solution, compared to the other suggestions above, to reduce this

factor.

8 Related work

Podgurski et al. (2003) were the first to investigate the bug report duplication problem.

However, the bug reports explored in their work were software failures automatically

submitted when the software did not work properly. Such reports were composed of

information (profile) about the state of the software at the time the failure occurred and

possibly with the execution/call stack trace. Thus, Podgurski et al. proposed an automated

support for classifying these reports in order to prioritize and diagnose their causes. The

proposed approach used supervised and unsupervised pattern classification and multivar-

iate visualization to group together bug reports with closely related causes.

After that, mainly because of the increasing adoption of bug report tracking tools, other

researchers started to investigate bug reports described by humans using natural language.

For example, Anvik et al. (2005) analyzed potential problems raised by bug repositories

from Eclipse and Firefox projects, such as dynamic assignment of bug reports and bug

report duplication. Although our work focused only on the duplication problem, we believe

that it is complementary to Anvik’s work, since we expanded the number of projects and

variables analyzed in order to understand the problem.

Later, Hiew (2006) also investigated the duplication problem caused by the submission

of natural language bug reports, which is closer to the scenario we are considering in this

paper. Hiew proposed to group similar bug reports into centroids8, so that it would be

possible to compare incoming bug reports to the centroid with high similarity.

Runeson et al. (2007) addressed the problem of detecting duplicate bug reports using

Natural Language Processing (NLP) techniques Feldman and Sanger (2007). One contri-

bution of their work was the identification of two types of bug reports: (1) those that

describe the same problem and (2) those that describe two different problems with the

same cause. The former describes the same failure, generally using similar vocabulary, and

the latter describes different failures and may use a different vocabulary. However,

Runeson et al. (2007) restricted their approach to address type 1 only.

Wang et al. (2008) proposed an approach to mitigate the bug report duplication problem

using NLP and execution information. The execution information is related to data about

the software execution when the error occurred, such as method calls or state of variables.

This type of data was combined with natural language data to improve recall.

Another research that attempts to detect duplicate bug reports was developed by Jalbert

and Weimer (2008). They proposed a system to automatically classify duplicate bug

8 A centroid, in this case, is a set of bug reports with high similarity among them.
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reports as they arrive into the repository. Differently from other works, the system used

surface features and textual semantics in conjunction with clustering techniques.

Bettenburg et al. (2008a, b) also addressed the problem of detecting duplicates, but they

tried a different approach. Instead of avoiding duplicates, they propose to merge the

duplicate bug reports to assist developers with additional information (such as tracebacks
or even descriptions from different points of view).

Finally, we cite the work of Sandusky et al. (2004). Although it was not originally

proposed to avoid duplicates, we believe that their techniques could be applied with this

purpose. The authors proposed a method to identify and visualize bug report networks.

With such networks, it was possible to analyze relationships and dependencies among bug

reports, which could facilitate the detection of duplicates.

In our work, we did not implement any technique to prevent or suggest duplicate bug

reports. Instead, we studied several projects and their characteristics to try to understand

the causes and effects involved in the submission of duplicate bug reports, in the context of

software development projects. We believe that empirical studies are an important first step

to understand the problem with a certain degree of confidence and define new directions for

solutions. In this sense, these papers provide new insights into researchers, so that new

proposals to solve the problem can be devised. We also try to help practitioners by

compiling some advice to reduce the duplication problem based on our findings.

9 Conclusion

In this paper, we discussed the bug report duplication problem, in an exploratory study about

the factors that may have impact on it. The study was performed using nine bug report

repositories from open source and private projects, all of them with different characteristics,

such as software size, staff, lifetime, number of bug reports, among others. Hypothesis testing,

correlation analysis, and descriptive statistics were combined to derive our conclusions.

According to our analysis, in all nine projects, the bug report duplication problem was

present. Furthermore, we found evidence indicating that the productivity is being affected

by this problem. We also tried to identify which project characteristics may be influencing

factors to the duplication problem and which do not seem to be related to it. The most

influencing factor we observed was the submitter profile. In particular, sporadic submitters

tend to be the ones submitting most duplicates. On the other hand, software size and project

lifetime do not seem to have a direct influence on the problem, and that contradicts our

initial intuition. The same is true for repository size.

We complement the findings of our study with some advice that could be useful to

reduce the problem of duplicate bug reports. Indeed, we understand that it is not possible to

reduce to zero the number of duplicates in a project or completely eliminate the rework

caused by it. However, we believe that the effects of the duplication problem can be

softened in some ways.

In future replications of this study, more private projects should be included and also

more open source projects. It would be even better if the projects could be distributed into

groups of related projects, sharing similar characteristics. Furthermore, new approaches

should formalize and test hypotheses based on our initial results using, for example,

probabilistic models and formal correlation techniques.
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